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Chapter 1

Introduction
“A black cat crossing your path signifies that the animal
is going somewhere.”
– Groucho Marx

1.1 Motivation and related work
ameras are employed nowadays in a wide range of applications, such as,
e.g., entertainment and mapping [1], augmented reality [2], visual servoing [3, 4] and autonomous robot navigation, for which the accurate estimation
of the pose (i.e., orientation and translation) represents a crucial issue [5–9] (see
Fig. 1.1).
In this regard, current on-board localization systems suffer from several limitations: for example, standard GPS cannot be used indoor because of the absence
of the line of sight to the satellite constellation. IMUs are used to provide an
estimate of egomotion of the robot through double integration of sensed accelerations; however even small errors will be integrated over time, thus resulting
in large localization error over long paths.
Passive vision sensors have long been advertised as a valid alternative or as a
support to the above indoor-localization systems: in fact, cameras are inexpensive, and provide a richer information of the surroundings than other traditional
sensors (e.g., laser range finders or sonars). In the last years the use of omnidirectional cameras in robotics has increased, mainly for their wide FOV. Many
omnidirectional systems are available, however the most used are the catadioptric systems (catoptric is the science of reflecting surfaces while dioptric is the
science of refracting elements), compound by a mirror and a camera [10, 11]. Although many works have been proposed introducing the multiple view geometry for calibrated and uncalibrated catadioptric cameras [12–14], some of their
geometric properties have yet to be fully explored. The core work of this thesis

C
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(a)

(b)

(c)

(d)

(b)

(c)

Figure 1.1: Cameras are used in a wide range of applications. From gaming and entertainment like Microsoft’s Kinect (a), the augmented reality title Invizimals for Sony PSP
(b) and Google Street view (c), to advanced robotic and medical applications like Stanley
autonomous vehicle developed at Stanford University (d), Willow garage’s PR2 robot (e)
and the haptic augmented reality setup for medical training developed at ETH (f).

is to address the problem of camera motion estimation using catadioptric cameras. We will address this problem from two different but complementary point
of views. In the first one, we are interested in exploiting such multi-view geometric constraints for robot-mounted paracatadioptric cameras (which combine
a parabolic mirror and a refractive lens) and to use them to design an efficient
and robust visual compass (VC) algorithm. VCs provide an estimate of the camera/robot rotational motion by using only image features observed in a video
sequence.
In the second scenario, a pinhole camera, mounted on the end-effector of a
robot manipulator, observes an unknown 3-D scene both directly and through
its reflections on two (or more) planar mirrors. We treat the mirror reflections
as additional views taken from different vantage points, thus creating a (synchronous) reflective multiple-view framework. In this research area, stereoscopic vision sensors have recently attracted a growing attention; in fact, the
fusion of the information from a stereo camera pair allows to easily compute
the distance from the camera/robot to the observed 3-D scene [15, 16], which is
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a paramount parameter in most of the visual servoing algorithms [17]. However, standard stereo sensors are known to suffer from several limitations: they
are generally expensive, difficult to calibrate, they require exact synchronization between the two cameras and have a narrow FOV. To overcome most of
the above drawbacks, some authors have also introduced vision sensors composed of a single camera observing the reflections of a scene onto two (or more)
rigidly-attached planar mirrors [18–21]; these planar catadioptric vision sensors
are attractive because they are equivalent to a stereo camera, they do not require any additional hardware for exact camera synchronization, and they only
need a single set of internal camera calibration parameters. Although promising
for real-time robotic applications, planar catadioptric stereo systems have found
limited application because of their large size, and their reduced FOV. These are
indeed structural issues due to the assumption that the camera and the mirrors
are rigidly attached to the same support.
In this thesis we will not deal with control-related issues, but we will investigate the specific single and multiple- view imaging properties of the proposed
reflective multi-view scenario, which have been addressed in the literature only
sparsely, and only in the case of rigid camera/mirror arrangements [22, 23].

1.2 Contribution and organization of the thesis
In the first part of the thesis we briefly introduce some basic notions about perspective and catadioptric cameras, emphasizing the image formation models
and giving an overview of the epipolar geometry estimation for both systems. In
particular, Chapter 2 deals with the image formation model for perspective cameras, central catadioptric cameras are addressed in Chapter 3, while the epipolar geometry is introduced in Chapter 4.
In the final part of the thesis we present the main contribution of our work.
In Chapter 5, a mobile robot is supposed to be equipped with a paracatadioptric
camera (see Fig. 1.2(a)-(b)). We address here the problem of estimating the camera/robot rotational motion by using only image features observed in a video
sequence. The VC algorithm that we propose is based on our new multi-view
geometric constraint, which is valid for the projection of line features, commonly
found in indoor and urban environments. As an improvement over the existing
literature, we do not assume to know any camera calibration parameter, nor
an a-priori knowledge of some geometric properties of the 3-D scene, e.g., the
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(a)

(b)

(c)

(d)

Figure 1.2: Examples of catadioptric cameras considered in this thesis: (a) a paracatadioptric
camera mounted on a mobile robot and (c) a pinhole camera mounted on the end-effector
of a robot manipulator coupled with two planar mirrors. While parabolic mirrors allow
to increase the camera FOV (b), planar mirrors do not enlarge the field of view, on the
contrary they allow to capture multiple views of the same 3-D scene (d).

correspondence of the associated image projections, or the metric relationship in
the 3-D. The algorithm provides a closed-form estimate of the rotation angle and
it is thus suitable for a real-time implementation, as well as it does not require
the knowledge of image-feature correspondence.
In Chapter 6, we explore the more general scenario in which a pinhole camera, mounted on the end-effector of a robot manipulator, observes an unknown 3-D scene both directly and through its reflections on two (or more) planar mirrors (see Fig. 1.2(c)-(d)). We treat the mirror reflections as additional
views taken from different vantage points, thus creating a (synchronous) refle-

1.2. Contribution and organization of the thesis

5

ctive multiple-view framework. As an improvement over the existing literature,
we provide a general analytical treatment of the imaging geometry of sensors
composed of a pinhole camera and of one (or more) planar mirrors. On the
grounds of these novel theoretical results, we address the image-based camera
localization and 3-D scene reconstruction problems. In particular, we show how
to compute the pose of a moving camera with respect to the mirrors and how
to exploit the mirror reflections of a scene to enhance image-based 3-D object
reconstruction.
Finally, Chapter 7 presents the KUKA Control Toolbox (KCT), a Matlab toolbox for motion control of KUKA robot manipulators. The KCT allowed us to
perform part of the experiments presented in Chapter 5 and Chapter 6. The
development of this toolbox arise from the necessity to have an easy to use set
of Matlab functions which allow to control robot manipulators (in this particular case produced by KUKA) in an intuitive and easy way and to visualize the
robot’s information. Being Matlab native, the toolbox can be easily integrated
with other Matlab toolboxes and it can permit a rapid prototyping mainly for
research and educational purposes. In this chapter we will present the main
peculiarities of KCT and its usabilities in three different applicative scenarios.
Keeping in mind the simplicity of this toolbox, the KCT is not suited for realtime application. From this point of view more advanced projects like [24, 25]
are suggested.
In Chapter 8 the main contributions of the thesis are summarized and possible avenues of future research are highlighted.

Chapter 2

The pinhole camera model
“Ab initio...”

n this chapter we briefly introduce the perspective camera model that analytically describes the mathematical relationship between the coordinates of a
3-D point and its projection onto the camera image plane. This is a preliminary
chapter introducing much of the general terminology in the camera projection
and does not introduce new results of our own research. For an in-depth explanation of the perspective geometry, the reader is referred to the many and
well-written computer vision books [16, 26].

I

2.1 Image formation model
The pinhole camera model represents the simplest approximation of the perspective geometry. Such model does not take into account distortions, blurring
or the fact that most practical cameras have only discrete image coordinates.
This means that it can only be used as an approximation of the mapping from a
3-D scene point to a 2-D image point.
Fig. 2.1 describes the mathematical model of the pinhole camera. It consists
of the image plane (or projection plane) having image frame &Oi , u, v' and the
camera frame &Oc , xc , yc , zc '. The distance between the image plane and the camera frame is called focal length f . Usually, a rigid body motion exists between
the camera frame and the world frame at &Ow , xw , yw , zw '. This motion is described by a rotation matrix R ∈ R3×3 and a translation vector t ∈ R3 . These
two parameters are defined in the camera frame and they are called extrinsic
camera parameters. The perspective camera imaging model describes the projection of a 3-D point P (expressed in world frame) to a 2-D point p (expressed
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image plane
Oi

u

optical axis
u0

P

v
v0

zw

p

Ow

xw

f
zc

yw

Oc

world frame

xc

yc
camera frame

(R,t)
Figure 2.1: The perspective camera model.

in image plane frame). This mapping can be written as,
p! = K [R | t] P

where K ∈ R3×3 represents the intrinsic camera parameter matrix (or calibration
matrix),


f ku f ku cotθ u0
K= 0
f kv /sinθ v0  .
0
0
1
(u0 , v0 ) represent the image frame coordinates in pixels, of the principal point
(the intersection point between the image plane and the optical axis zc ), ku and
kv are the number of pixels per unit distance (meters) in image coordinates, f is
the focal length (meters) and θ is the angle between the image axes u and v.
Assuming u0 = v0 = 0, i.e. the origin of the image frame is at the principal
point, ku = kv = 1 and θ = π/2, the matrix K assumes the following form,


f
K = 0
0

0
f
0


0
0 .
1

Chapter 3

The central catadioptric camera model
“Geometry is not true, it is advantageous.”
– H. Poincaré

n many robotic research areas feature points are observed in the camera frame
to compute the control variables for visual servoing or localization applications. Unfortunately, pinhole cameras are very limited in their FOV. One effective solution is to use mirrors in conjunction with lenses. Such approach is
called catadioptric image formation (catoptric is the science of reflecting surfaces while dioptric is the science of refracting elements). In this chapter we
present the image formation model for central catadioptric cameras. Both planar, parabolic and hyperbolic mirrors are considered. These image formation
models are paramount for the design of image-based visual compass algorithms
and localization strategies presented in Chapters 5, 6.

I

3.1 Image formation models
Central catadioptric cameras satisfy the single viewpoint constraint, i.e., a generic scene point P ∈ R3 is projected onto the mirror surface at the point X ∈ R3
only through a single effective viewpoint O (the mirror focus). The only useful
physically realizable mirror surfaces for catadioptric cameras that satisfy the single viewpoint constraint, are planar, ellipsoidal, hyperbolical, and paraboloidal.
On the contrary, spherical and conical mirrors as well as most fish eye lenses,
do not satisfy this property [27]. Fig. 3.1 represents several conventional central
catadioptric cameras. As stated above, not all of them verify the single viewpoint constraint (Fig. 3.1(d), all rays do not intersect at O).
The reason a single viewpoint is desirable is that it permits the generation
of geometrically correct perspective images from the images captured by the

3.2. Catadioptric camera with planar mirror
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Oc

Oc

Oc

O
O

O
(a)

(b)

O
(c)

(d)

Figure 3.1: Central catadioptric cameras with (a) a planar mirror, (b) a parabolic mirror,
(c) an elliptic mirror and (d) a spherical mirror. There is no single viewpoint for a convex
spherical mirror.

catadioptric cameras. In fact, since we know the geometry of the catadioptric system, we can precompute the irradiance of the light passing through the
viewpoint for each pixel. Such perspective images can be analyzed using the
well-known technique developed in the field of computational vision. In what
follows we will present the image formation models for the most conventional
catadioptric cameras.
Remark 3.1.1. Note that planar mirrors do not enlarge the field of view. For what
concerns spherical mirrors, the camera should be coincident with the center of the sphere
to verify the single viewpoint constraint. A conical mirror has the single viewpoint on its
apex and only the rays which gaze the cone enter the camera. Elliptical mirrors cannot
be used for panoramic cameras because their field of view is smaller than a hemisphere.
Only parabolic and hyperbolic mirrors allow to increase the camera field of view as well
as to provide a single viewpoint.

3.2 Catadioptric camera with planar mirror
Given a pinhole camera coupled with a planar mirror, the effective viewpoint
is the reflection of the pinhole camera through the mirror (see Fig. 3.1(a)). In
other words, for a fixed pinhole camera and viewpoint, exists only one planar
solution which is the perpendicular bisector of the line joining the pinhole to
the viewpoint. As a consequence, for a single fixed pinhole, the same viewpoint
cannot be shared by more than one mirror. It follows that it is impossible to increase the field of view by using two or more mirrors and contemporary respect

replacements
3.3. Catadioptric camera with parabolic mirror
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P
image plane

Pm

p

Pw

zw
yw
Ow

X

xw

Om
xm

ym
zm

w w
(Rm
, tm )

parabolic mirror

Figure 3.2: Central catadioptric camera made of an orthographic camera coupled with
a parabolic mirror. All incoming rays are parallel to the mirror symmetry axis. All rays
intersect at Om , the mirror focus.

the fixed viewpoint constraint. On the contrary, using multiple planar mirrors,
allows to capture multiple view of the same 3-D scene. An in-depth analysis of
catadioptric systems with planar mirrors is presented in Chapter 6.

3.3 Catadioptric camera with parabolic mirror
In what follows we will present the image formation model for a central catadioptric camera made of parabolic mirror coupled with orthographic camera.
Proposition 3.3.1. (Image formation model) Consider the setup in Fig. 3.2, where
a parabolic mirror is coupled with an orthographic camera. The parabolic mirror is
modeled by the equation
2
a
x2 + ym
zm + = m
(3.1)
2
2a
where a (meters) is the mirror focal parameter, and X ! [xm ym zm ]T is a generic point
onto the mirror surface (mirror reference frame). A 3-D scene point Pw (in the world
frame) is projected to X through Om and then orthographically imaged at an image

3.3. Catadioptric camera with parabolic mirror
point p ! [u v]T . The image formation model from P to p is described by:
'
&

1 0 0
λP
m
p=K 0 1 0
,
1

11

(3.2)

where Pm = [Xm Ym Zm ]T is the point P expressed in the mirror reference frame and
λ=

a(Zm + $Pm $)
.
2 +Y2
Xm
m

(3.3)

The matrix K represents the orthographic camera calibration matrix as expressed in
Chapter 2.
Proof. The scene point Pw can be written in the mirror frame coordinates as,
w
Pm = Rm
Pw + tw
m.

Its projection onto the mirror surface consists of a scaling by λ ∈ R from Pm to
X,
X = λPm .
(3.4)
From eq. (3.1) and (3.2) we obtain,
λZm +

X 2 + Ym2
a
= λ2 m
,
2
2a

and, after few computations, we derive (3.3). Since the mirror points always in
front of the camera z-axis, then λ must be always positive. The orthographic
projection from X to p can be modeled by,
'
 
&

xm
1 0 0
X
p = KRcm  ym  = KRcm  0 1 0
.
1
1

If no rotation exists between the mirror and the camera frame, i.e. Rcm = I3 , then
using (3.4) we obtain (3.2).
"
Proposition 3.3.2. (Backprojection model) The backprojection model from p ! [u v]T
to X ! [xm ym zm ]T can be written as,
[xm ym 1]T = (Rcm )T K −1 p
zm =

2
x2m + ym
a
− .
2a
2

"
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Oc
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yc
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image plane
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p

zw
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X

(Rcm , tm
c )

xw
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w w
(Rm
, tm )

xm

ym

hyperbolic mirror

zm

Figure 3.3: Central catadioptric camera made of a perspective camera coupled with an
hyperbolic mirror. All rays intersect at Om , the mirror focus.

3.4 Catadioptric camera with hyperbolic mirror
Proposition 3.4.1. (Image formation model) Let us consider a central catadioptric
system made by a pinhole camera coupled with a hyperbolic mirror with equation,
2
x2m + ym
(zm + e)2
−
= 1,
a2
b2
(
where a, b are mirror parameters and e = a2 + b2 represents the mirror eccentricity.
The world frame &Ow , xw , yw , zw ' and the mirror frame &Om , xm , ym , zm ' are sepaw w
rated by a rigid motion (Rm
, tm ), while (Rcm , tm
c ) describes the rigid motion between
the camera frame and the mirror frame as reported in Fig. 3.3.
A 3-D point P is projected on the mirror surface X ! [xm ym zm ]T through Om and
then perspectively imaged at p ! [u v]T in the following way,

p=K
where
)
min(λ1,2 ),
λ!
max(λ1,2 ),

1
[λPm + [0, 0, 2e]T ],
Zc

if Pw ∈ π+
if Pw ∈ π+

with

λ1,2 =

b2 (−eZm ± a$Pm $)
.
2 − a2 X 2 − a2 Y 2
b2 Zm
m
m

3.4. Catadioptric camera with hyperbolic mirror

13

π+,+
π−,+

π+,−

π−,−
Figure 3.4: Three combinations of the signs of λ1,2 partition the space of Pm into three
areas.

Proof. The quadratic equation that defines the intersection of the mirror surface
with the line passing through Pm and Om is given by,
2
2
λ2 (b2 Zm
− a2 X m
− a2 Ym2 ) + λ(2b2 eZm ) + b4 = 0.

(3.5)

Since the hyperboloid is always intersected in two points λ1,2 , which are real
and never equal to 0 for Pm )= Om , the solutions of (3.5) are,
λ1,2 =

b2 (−eZm ± a$Pm $)
.
2 − a2 X 2 − a2 Y 2
b2 Zm
m
m

Note that the signs of λ1,2 depend on the position of the point Pm with respect
to Om . In fact, as reported in Fig. 3.4, four possible cases can be considered. In
π−,− we have that λ1,2 < 0. This case can never be verified since λ ∈ [0, 1], ergo
the point cannot be seen. In π+,+ , the intersection with the mirror is satisfied
for λ = min(λ1,2 ). Finally if Pm ∈ [π+,− , π−, +], we have that λ = max(λ1,2 ).
w
When the correct λ is chosen, X is obtained as X = λPm = λ(Rm
Pw + tw
m ).
m
Point X can be represented in the camera frame as Xc = Rc X + tm
c . Since
no rotation occurs between the mirror and the camera frame, i.e. Rcm = I3 , and
T
tm
c = [0, 0, 2e] , we finally obtain,
p=K

1
1
w
m
[X + tm
[λ(Rm
P + tw
c ] =K
m ) + tc ].
Zc
Zc
"
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Proposition 3.4.2. (Backprojection model) The backprojection model from an image
point p ! [u v]T to the hyperbolical surface X ! [xm ym zm ]T can be written as,
X = F (v)Rcm K −1 p + [0, 0, −2e]T
where
F (v) =

b2 (te + a$v$)
− a2 r 2 − a2 s2

b 2 t2

with

v ! [r s t]T = Rcm K −1 p.
"

3.5 A unifying image formation model
All central catadioptric cameras satisfy the single viewpoint constraint. This is
a fundamental property for realizing geometrically correct images and for the
existence of the epipolar geometry (see Chapter 4).
A generalized image formation theory has been proposed for all central catadioptric cameras [28, 29]. Such model proves that all central panoramic systems
are isomorphic to projective mappings from the sphere to a plane with a projection center on the perpendicular to the plane (see Fig. 3.5). The unifying
formation theory is composed of two steps:
• The scene point Pm (expressed in the mirror frame) is projected to a point
Xs on the unit sphere centered at the effective viewpoint Om .
• The point Xs on the unit sphere is perspectively projected to the image
plane at the point p, through Oc (aligned with zm ). The image plane is
perpendicular to the line determined by the single viewpoint Om and Oc .
Proposition 3.5.1. (Unifying image formation model) Central catadioptric image
formation model is equivalent to the projection of Pm to a point Xs onto a sphere centered
at Om of radius r, then followed by a perspective projection of Xs from Oc (distant l from
Om ) onto a plane (perpendicular to zm and distant m from Om ) at p ! [u v]T , (see Fig.
3.5).
Proof. Consider a point Pm = [Xm Ym Zm ]T expressed in the mirror frame and
let Xs ! [xm ym zm ]T be the projection of Pm onto the sphere of radius r. Xs can

3.5. A unifying image formation model
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Oc

Pm
Xs

xc
zc

Om

l
xm

zm
π

Xs#

m

p#

p

Figure 3.5: The generalized image formation model of a point: a 3-D point Pm is mapped
to the viewing sphere at Xs and then, from Oc , perspectively projected at p (onto π ). This
model unifies all central catadioptric camera models. Please note that Pm intersects the
sphere also at Xs! , thus projecting at p! .
2
2
be modeled as a scaling α of Pm , such that α2 (Xm
+ Ym2 + Zm
) = r2 . Then it
r
results that α =
, leading to,
$Pm $
(
r
2 + z2 .
(3.6)
[±Xm , ±Ym , ±Zm ]T
with
r = x2m + ym
Xs =
m
$Pm $

Note that the minus (plus) is given by the fact that the line Om Pm intersects the
sphere at two antipodal points Xs and Xs# .
To determine the second part of the map, we need to compute the perspective
projection on the plane zm = −m from the point Oc . The point Xs when referred
to the camera frame Oc is,
r
r
r
Xc = [±Xm
, ±Ym
, ±Zm
− l]T ,
$Pm $
$Pm $
$Pm $
while the perspective projection of Xc onto p that lies on a plane π orthogonal to
zm and placed at a fixed distance m from Om can be expressed as,
λp̃ = KXc ,
with p̃ ! [u v 1]T . Assuming K = I3 then λp̃ = Xc .
The scale factor λ is retrieved from the triangle equivalence at Oc ,
xm
u
,
=
l−m
l − zm

v
ym
,
=
l−m
l − zm
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obtaining that λ =

16

l−m
and then,
l − zm



l−m
xm
 l − zm 
.
p = [u v]T = 

l−m 
ym
l − zm

(3.7)

Substituting (3.7) into (3.6), we obtain,
&
p = ±Xm

l−m
l−m
, ±Ym l
l
r $Pm $ ∓ Zm
r $Pm $ ∓ Zm

'T

.

(3.8)

In the rest of the proof we will compare (3.8) with central catadioptric projections, in the case of parabolic and hyperbolic mirrors, respectively.
Let X ! [xm ym zm ]T be a generic 3-D point onto the mirror surface and let
the point Pm related to X via,
1
(3.9)
X = Pm .
α
Parabolic mirror case:
If we consider the expression of X in (3.9), we can compute the value of α in the
case of parabolic mirror:
−Zm ± $Pm $
α1,2 =
.
(3.10)
a
Substituting (3.10) into (3.9), and after its orthographic projection, we obtain


a
±Xm
$P
$
∓
Z
m
m

p = [u v]T = 
.
a
±Ym
$Pm $ ∓ Zm

(3.11)

Comparing (3.11) with (3.8), we can say that the unifying model is equivalent to
a projection via a catadioptric camera with parabolic mirror if,
r = 1,

l = 1,

m = l − a.

Hyperbolic mirror case:
If we consider the expression of X in (3.9), we can retrieve the value of α in the

3.5. A unifying image formation model
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case of hyperbolic mirror:
α1,2 =

−eZm ± a$Pm $
.
b2

Being Xc = X + tm
c , its perspective projection to the image plane at p is λp =
KXc . After some computation we get,


1
±Xm 2ea
a2



b2 $Pm $ ∓ (1 + 2 b2 )Zm 
p = [u v]T = 
(3.12)
.
1


±Ym 2ea
a2
b2 $Pm $ ∓ (1 + 2 b2 )Zm
Comparing (3.12) with (3.8), we can say that the unifying model is equivalent to
a projection via a catadioptric camera with hyperbolic mirror if,
r = 1,

l=

2ea
,
e 2 + a2

m=

2ea − b2
.
e 2 + a2
"

Chapter 4

Epipolar geometry for pinhole and central
catadioptric cameras
“Vision is the art of seeing what is invisible to others.”
– J. Swift

T

he epipolar geometry algebraically describes the projective geometry relating image features existing in at least two views of the same 3-D scene. In
this chapter we will introduce the epipolar geometry and the concept of fundamental matrix along with its properties for both pinhole and central catadioptric
cameras. Next, if the camera calibration matrix is known, we will show how
to estimate the Euclidean motion of the cameras from the fundamental matrix.
Epipolar geometry is a well-understood research area; for additional info, the
reader could refer to some of the following textbooks, such as [12, 16, 26, 30].

4.1 Epipolar geometry for pinhole cameras
Let P be a 3-D scene point and let p and p# be the projection of P onto the current
and reference image planes through the optical centers O and O# . As shown in
Fig. 4.1 the image points p and p# , space point P and camera centers are coplanar.
This plane is denoted as epipolar plane and intersects the image planes at the
epipolar lines l and l# . Points p and p# belong to the corresponding epipolar lines,
(l)T p = 0,

(l# )T p# = 0.

From a stereo correspondence point of view, the search for the point corresponding to p can be restricted to the epipolar line l# . The epipole correspond to the
intersection of the line joining the camera centers with the image planes. Alternatively, the epipole is the projection in one view of the camera center of the
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P

p

p#
l#
O#

e#

l
baseline

e

O

(R, t)
Figure 4.1: The epipolar geometry entities.

other view. If the cameras undergo a pure translational motion, the epipole
corresponds to a vanishing point. The epipoles are invariant with respect to a
translation of the image planes along the baseline. It follows that only the relative orientation between the planes can be retrieved from the knowledge of e, e# .
If p and p# are corresponding points acquired by cameras with non-coincident
centers, the following epipolar constraint is satisfied,
(p̃# )T F p̃ = 0,

(4.1)

being F the unique 3 × 3 rank 2 homogeneous matrix defined as the fundamental
matrix. The fundamental matrix encodes the intrinsic projective geometry between the two views. It is independent of scene structure and can be computed
from correspondent image features without requiring knowledge of the camera
intrinsic parameters. In what follows we briefly enumerate the properties of the
fundamental matrix.
• If F is the fundamental matrix that relates (O, O# ), then F T is the fundamental matrix of (O# , O).

4.1. Epipolar geometry for pinhole cameras
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• For any corresponding pair of point (p, p# ), the corresponding epipolar
lines can be written as,
l# = F p̃,

l = F T p̃# .

(4.2)

• The epipole e# satisfies the following constraint (ẽ# )T F p! = 0.
It follows that (ẽ# )T F = 0, i.e. ẽ# is the left null-vector of F . In the same
way F ẽ = 0, i.e. ẽ is the right null-vector of F .
• F has seven degrees of freedom: a 3 × 3 homogeneous matrix has eight
degrees of freedom, moreover F satisfies the constraint det(F ) = 0, which
removes one degree of freedom.
• F corresponds to a projective map taking a point to a line. If l and l# are
corresponding epipolar lines then any point p on l is mapped to the same
line l# . As a consequence, F is a point-to-line correlation, this means that
there is no inverse mapping.
If we consider (R, t) the rotation and translation describing the rigid motion
between the two views, it follows that,
F = (K # )−T E(K)−1 ,
where E ! [t]× R is called essential matrix and K, K # represent the camera calibration matrix related to the two views.
We will briefly discuss here two special cases: pure translation, when there
is no rotation, and pure planar motion, when the rotation axis is orthogonal to
the translation direction. The importance of such cases is due to the fact that
the fundamental matrix has a special form and thus additional properties. Such
properties will be instrumental in Chapter 6.

4.1.1 Pure translation
Suppose the motion of the camera is a pure translation with no change in the
internal parameters. Under these assumptions, the fundamental matrix assumes
the following form,
F = [ẽ# ]× .
(4.3)
From (4.3) and from the epipolar constraint expressed in (4.1), we obtain that the
epipolar lines are corresponding raster. Moreover, in case of pure translation,
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F = [ẽ# ]× is skew-symmetric and has only 2 degree of freedom, instead of 7 of
the general motion case. Such degrees of freedom correspond to the position of
the epipole. The epipolar line associated to p is l# = F p̃ = [ẽ# ]× p̃, and p lies on
this line since p̃T [ẽ# ]× p̃ = 0, i.e, p, p# and e = e# are collinear. This collinearity
property is called auto-epipolar, and does not hold for general motion.

4.1.2 Pure planar motion
In order to recover the additional properties of the fundamental matrix in case of
pure planar motion, we can decompose F into its symmetric and skew-symmetric parts,
Fs = (F + F T )/2
F = (F − F T )/2

so that F = Fs + F .
The matrix Fs is in general a symmetric matrix of rank 3 having 5 degrees of
freedom. The epipoles e# , e lie on the conics Fs . To prove that the epipoles lie
on the conics, i.e, ẽT Fs ẽ = 0, we may consider that by definition, F ẽ = 0. As
a consequence, since F is skew-symmetric, ẽT F ẽ = 0 and ẽT Fs ẽ + ẽT F ẽ = 0.
Thus, ẽT Fs ẽ = 0. The derivation above holds true also for e# .
The matrix F is skew-symmetric having 2 degrees of freedom.
Geometrically speaking, the matrix Fs can be considered as a conic in the image
plane. In particular, the conic defined by Fs is the image of the horopter (the locus
of all points in 3-D space for which P # = P ). Generally the horopter is a twisted
cubic curve in 3-D space passing through the camera centers.
Considering the fixed-point property of the Steiner conic Fs , it is possible to
determine the epipolar line l = p × e via a geometric construction. The epipolar
line e in the first view defines an epipolar plane in 3-D space which intersects the
horopter in a point which is imaged at pc . Since Fs is the image of the horopter,
pc is the intersection of the conic Fs with l. Due to the fixed-point property of
the horopter, the image of such intersection in the second view is also pc . It follows that pc lies on the epipolar line l# , and consequently l# may be computed as
l # = pc × e # .
Referring to the case of pure planar motion the Steiner conic is degenerate
and is equivalent to two non-coincident lines:
Fs = l̃h ˜
lsT + ˜ls l̃hT .
Such property allows to represent the epipolar line l# in a simple algebraic way.
In fact, the geometric construction of the epipolar line l# corresponding to a point
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pc
Fs
l
p

l#

e#

e

lh

ls
Figure 4.2: The conic Fs represents the symmetric part of the fundamental matrix F and
denotes the locus of intersection of corresponding epipolar lines. The epipolar lines l, l!
intersect the conic in pc and in the epipoles e, e! .

p, can be achieved in the following way (see Fig. 4.2): first the epipolar line
l = e×p is computed, then its intersection with the conic pc = ls ×l is determined,
finally the epipolar line l# = e# × pc is obtained as the line joining e# and pc .
Putting everything together we obtain,
˜
l# = ẽ# × [l̃s × (ẽ × p̃)] = [ẽ# ]× [l̃s ]× [ẽ]× p̃.
From (4.2), it follows that F may be written as
F = [ẽ# ]× [l̃s ]× [ẽ]× .
The fundamental matrix in case of pure planar motion has 6 degrees of freedom,
2 degrees of freedom for each of the two epipoles and 2 degrees of freedom for
the line. The line ls is the projection of the screw axis. The motion is equivalent to
a rotation about the screw axis with zero translation. Under this motion, points
lying on ls are fixed in all camera views. The line lh represents the intersection
of the image plane with the plane of motion.
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4.2 Epipolar geometry for central catadioptric cameras
As described in the previous section, epipolar geometry is a property of central
cameras. However, it can be computed also for central catadioptric cameras.
!
Let us consider two panoramic views Oc and Oc (current and reference view)
as represented in Fig. 4.3. Let the rotation R and translation t = [tx , ty , tz ]T
represent the rigid motion between the two camera frames. The co-planarity of
!
vectors x, x# and t can be expressed in Oc as,
(x# )T R(t × x) = 0,
−(x# )T R(t × x) = 0.

(4.4)

Introducing the skew-symmetric matrix,


0

[t]× = tz
−ty

−tz
0
tx


ty
−tx  ,
0

Oc
!

Oc

P
e# p

e

π

e#

p#

x#

Om

x
Om

!

(R, t)
Figure 4.3: The epipolar geometry entities for central catadioptric cameras.
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we can rewrite (4.4) in the following form,
(x)T [t]× Rx# = 0,

(4.5)

from which we define the essential matrix E = [t]× R. Vectors x, x# and t form
the epipolar plane π.

4.3 Epipolar geometry estimation for pinhole cameras
In the previous sections we introduced the main elements of the epipolar geometry for both pinhole and central catadioptric cameras. In this section we introduce the well-known theory for the epipolar geometry estimation given a set of
correspondences between two images. We present some standard estimation as
well as introduce the robust estimators.
Let F be the fundamental matrix associated with the epipolar constraint (4.1)
whose elements are denoted by,


f11
F = f21
f31

f12
f22
f32


f13
f23  .
f33

The stacked version of F is,
Fs = [f11 , f21 , f31 , f12 , f22 , f32 , f13 , f23 , f33 ]T ∈ R9 .
We consider now two homogeneous corresponding points defined in the image
plane of the current and reference cameras p̃ = [x, y, 1]T and p̃# = [x# , y # , 1]T .
The Kronecker product of the two vectors p̃ and p̃# is,
a = p̃ ⊗ p̃# = [xx# , xy # , x, yx# , yy # , y, x# , y # , 1]T ∈ R9 .
Since the epipolar constraint (4.1) is linear in the entries of F , we can rewrite it
as the inner product of a and Fs :
aT Fs = 0.

(4.6)

If n correspondences are available, (4.6) can be rewritten as,
AT Fs = 0,

(4.7)
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x1 x#1

AT =  ...
xn x#n

x1 y1#
..
.
xn yn#

x1
..
.
xn

y1 x#1
..
.
yn x#n

y1 y1#
..
.
yn yn#

25

y1
..
.
yn

x#1
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.
x#n

y1#
..
.
yn#


1

.
1

Note that (4.6) is a homogeneous equation in which Fs can be determined
only up to a scale factor. Moreover, being rank(F ) = 2 (see Sect. 4.1), the number of independent parameters in (4.6) reduces to 7.

4.3.1 Linear methods
Although 7 correspondences are sufficient to compute Fs [31], this approach can
not be applied when a set of n noisy data is available (n > 7).
The 8-point algorithm [32] estimates the fundamental matrix by using at least
8 corresponding points. It minimizes $AT Fs $ subject to the condition $Fs $ = 1
[26]. The solution to the above minimization correspond to find the singular
vector corresponding to the smallest singular value of AT (the last column of V
computed from the singular value decomposition of AT , i.e., U DV T = SV D(AT )).
Due to the equivalence between (4.1) and (4.7), the 8-point algorithm corresponds
to estimate the fundamental matrix minimizing,
, T
p̃# i F p̃i .
min
F

i

4.3.2 Iterative and robust methods
Iterative methods are usually classified in two categories: those that minimize
the geometric distance between points and epipolar lines and those that are
based on the gradient.
The former minimize the distance between image points and their corresponding epipolar lines mapped by F . In general, the Levenberg-Marquardt
algorithm is used to perform such minimization. However, these methods can
not impose the singularity constraint rank(F ) = 2. To overcome this drawback,
modified version of the proposed algorithms perform a minimization in the parameter space of F . Minimization in this first group, however, is not accurate
because it assumes that the image noise equally affects (in term of variance),
each feature point.
Gradient-based minimization methods have been designed to overcame this
drawback. Such methods (i.e. Sampson distance) give a first order approximation to the geometric error. In comparison with linear methods, gradient-based
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algorithm perform better results although they represent a time consuming technique.
Among the robust methods, we focus on the M-estimators and LMedS estimators because they can give better performances than others. M-estimators
T
reduces the effect of outliers by means of weighting the residuals ri of p̃# i F p̃i .
LMedS estimator is based on the random selection of points used to compute
a first approximation of F by means of a linear method. Then the chosen F is
used to compute the median distance between the points and epipolar lines,
and the F matrix minimizing it is the correct one. In this way the outliers are
removed. Then F is recalculated on the new set of image points. In conclusion,
for an unstructured scene LMedS must be applied.
Note that unlike the M-estimators, the LMedS problem cannot be reduced
to a weighted least-squares problem. It is probably impossible to write down a
straightforward formula for the LMedS estimator. It must be solved by a search
in the space of possible estimates generated from the data. Since this space is too
large, only a randomly chosen subset of data can be analyzed. LMedS estimators
are usually more time consuming than M-estimators.
Additional information about iterative and robust methods can be respectively found in [31, 33, 34].

4.4 Epipolar geometry estimation for catadioptric cameras
Let us consider the calibrated case. As pointed out in the previous sections, all
reflected rays intersect in a single point. Hence, the vectors xi , xi # can be used
to directly compute the epipolar geometry of the central catadioptric cameras.
Analogously to the pinhole case, the epipolar geometry constraint can be expressed as,
(xi # )T Exi = 0,
(4.8)
which is a homogeneous linear equation in elements of E. We can rearrange
(4.8) into the form,
AT Es = 0,
where Es = [e11 , e21 , e31 , e12 , e22 , e32 , e13 , e23 , e33 ]T and the i-th row ATi of AT
(for a fixed corresponding point pair xi , xi # ) is in the form,
ATi = x̃i ⊗ x̃i # = [xi xi # , xi yi # , xi , yi xi # , yi yi # , yi , xi # , yi # , 1] ∈ R9 .

4.5. Data normalization
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It is straightforward to note that all the epipolar geometry estimation algorithms
presented in the previous section can be applied to the catadioptric camera case.

4.5 Data normalization
It has been proved in [35, 36] that the 8-point algorithm performs as well as much
more complicated non linear methods if the coordinates of point features are
normalized by a proper linear transformation so that the average point has coordinates [1, 1, 1]T . If omnidirectional cameras are used, a different normalization
of image coordinates has to be applied.

4.5.1 Data normalization for pinhole cameras
Suppose that the camera calibration matrices K, K # are unknown. As a consequence, only the fundamental matrix can be estimated from corresponding
points p̃i , p̃# i .
Let p̃i = [400, 400, 1]T be a feature point whose coordinates are measured in
pixels. Then, from (4.7), we obtain that the i-th row of A is in the form,
ai = [204 , 204 , 202 , 204 , 204 , 202 , 202 , 202 , 1].

(4.9)

Large variations in the elements of ai cause (4.9) to be ill-conditioned which
leads to an incorrect estimation of Fs .
In what follows we report a procedure to improve the condition number of A,
1. Transform the image coordinates p̃i , p̃# i by a linear transformation T , T # so
that the mean of the transformed points p̃∗i and p̃∗i # is equal
√ to 0 and the
average distance of such points from the origin equals to 2,
p̃∗i = T p̃i ,

p̃∗i # = T # p̃i # .

(4.10)

2. Compute the fundamental matrix F ∗ from p̃∗i , p̃∗i # .
3. Apply the transformation matrices T , T # to F ∗ in order to retrieve F ,
T

F = T # F ∗ T.
It has been proved that the above procedure generates an unbiased estimation of F if point coordinates in the first image are subjected to the same distributed zero-mean Gaussian noise, while point coordinates in the second image are noise-free. Additional information about such condition and transformations T , T # can be found in [36].
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The normalization process for uncalibrated camera is more critical then for
the calibrated case. Note that if cameras are calibrated, a part of the normalization effect can be obtained by multiplying the feature points by the inverse of
the calibration matrices. Doing so, the coordinates of such points have less magnitudes. However, using the inverses of the camera calibration matrices may be
less optimal than the normalization process proposed above.

4.5.2 Data normalization for catadioptric cameras
The previous data normalization cannot be applied for omnidirectional cameras.
In fact, assuming that the catadioptric system is calibrated, the vectors xi , xi #
(see Fig. 4.3) may have large variations of lengths. Moreover, differently from
the pinhole case, it is more appropriate to expect that all the coordinates are
affected by identically distributed Gaussian noise. Thus, it is preferable to use
the following normalization to improve the condition number of A,
x∗i =

xi
,
$xi $

x∗i # =

xi #
.
$xi # $

Since vectors xi , xi # are obtained as a nonlinear function of the corresponding
image points pi , pi # , the noise distribution in xi , xi # does not have to be identical.
As a consequence, the normalization procedure proposed in (4.10) should not
be used for panoramic catadioptric cameras.
Therefor, a common unbiased estimator of the epipolar geometry of central
omnidirectional cameras has the following structure,
1. Apply the nonlinear mapping N (·) to vectors xi , x# i ,
x∗i = N (xi ),

x∗i # = N (xi # ),

so that error in x∗i , x∗i # is identically distributed and ∀xi , xi # that verify the
epipolar constraint (4.5) holds that ∃E ∗ , ∀x∗i , x∗i # that satisfy the epipolar
constraint
(x∗i # )T E ∗ x∗i = 0.
(4.11)
2. From (4.11) estimate the essential matrix Ē.
3. Correct points x∗i → x̄i , x∗i # → x̄i # using Ē so that points satisfy exactly the
epipolar constraint defined by Ē.
4. Apply the inverse mapping N (·)−1 to x̄i , x̄i # and recompute E.
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Note that different camera-mirror arrangements require different form of the
nonlinear mapping N (·).

Chapter 5

A visual compass algorithm for
robot-mounted omnidirectional cameras
“Begin at the beginning and go on till you come to the
end: then stop.”
from “Alice in Wonderland” – L. Carroll

ue to their wide field of view, omnidirectional cameras are becoming ubiquitous in many mobile robotic applications. A challenging problem consists of using these sensors, mounted on mobile robotic platforms, as visual
compasses (VCs) to provide an estimate of the rotational motion of the camera/robot from the omnidirectional video stream. Existing VC algorithms suffer
from some practical limitations, since they require a precise knowledge either of
the camera-calibration parameters, or the 3-D geometry of the observed scene.
In this chapter we present a novel multiple-view geometry constraint for paracatadioptric views of lines in 3-D, that we use to design a VC algorithm that
does not require either the knowledge of the camera calibration parameters, or
the 3-D scene geometry. In addition, our algorithm runs in real time since it relies on a closed-form estimate of the camera/robot rotation, and can address the
image-feature correspondence problem. Extensive simulations and experiments
with real robots have been performed to show the accuracy and robustness of
the proposed method.
The material of this chapter is mainly based on [37–39].

D

5.1 Motivation and original contribution
In the last decade, we have witnessed a growing interest in autonomous robot
navigation, for which the accurate estimation of the pose (i.e., orientation and
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translation) from sensor readings, represents a crucial issue [40–42]. Current
on-board localization systems suffer from several limitations: for example, standard GPS cannot be used indoors because of the absence of a line of sight to the
satellite constellation. IMUs (Inertial Measurement Units) are used to provide an
estimate of ego-motion of the robot through double integration of sensed accelerations; however even small errors will be integrated over time, thus resulting
in large localization error over long paths.
Passive vision sensors have long been advertised as a valid alternative or as a
support to the above indoor-localization systems: in fact, cameras are inexpensive and provide a richer information of the surroundings than other traditional
sensors (e.g., laser range finders or sonars).
In particular, paracatadioptric cameras combine a parabolic mirror (catoptric) and a
refractive lens (dioptric) [12] to provide a field of view wider than standard pinhole cameras, thus resulting in a larger number of observed features. Although
these sensors have been extensively studied in the literature [28, 43], some of
their geometric properties have yet to be fully explored, such as the multi-view
constraints relating projections of 3-D lines which are common in many manmade environments [44].
In this chapter, we are interested in exploiting such multi-view geometric
constraints for robot-mounted paracatadioptric cameras, to design an efficient
and robust visual compass (VC) algorithm. VCs provide an estimate of the camera/robot rotational motion by using only image features observed in a video sequence. Besides localization, VCs find natural application in autonomous robot
motion estimation and navigation [45–52], visual servoing and homing [53, 54],
distributed localization of camera networks [55], SLAM [40], and real-time generation of 3-D models using vision sensors (structure-from-motion) [56–58]. Several VC algorithms for pinhole and omnidirectional cameras have been proposed in the literature (c.f., Sect. 5.1.1). However, most of them work under
restrictive assumptions that limit their applicability and performance in real scenarios. First among them is the assumption of known camera calibration parameters; however, incorrect knowledge of such parameters can easily lead to a
biased camera-rotation estimate. Other approaches assume an a priori knowledge of some geometric properties of the 3-D scene, e.g., the correspondence of
the associated image projections, or the metric relationship in the 3-D. Finally,
other methods can only estimate the camera rotation after a learning phase, thus
requiring the robot to perform a preliminary exploration of the environment.
In this chapter we present a new VC algorithm which estimates the camer-
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a/robot rotation angle between pairs of paracatadioptric views. The proposed
algorithm is based on new multi-view geometric constraints, which are valid
for the projection of line features, commonly found in indoor and urban environments. Moreover, our VC algorithm improves over the existing approaches
in several distinctive ways: i) the algorithm provides a closed-form estimate of the
rotation angle and it is thus suitable for a real-time implementation; ii) the algorithm does not require knowledge of image-feature correspondence; and iii) the
algorithm is uncalibrated, i.e., it does not need any preliminary camera/mirror
intrinsic calibration phase.
Given two paracatadioptric images taken by a moving camera/robot at two
distinct locations, our VC algorithm makes joint use of two new multi-view geometric properties to provide an accurate estimate of the camera/robot rotation
angle by only relying on the image projection of 3-D parallel lines. Since these
image features are either circles or lines, we call these constraints disparity-circles
constraint and disparity-lines constraint, respectively. We use a voting scheme to
initially prune the set of candidate image features corresponding to the projection of parallel 3-D lines. A refined estimate of the rotation angle is then provided by means of RANSAC over this reduced set of candidates. We performed
extensive simulations and indoor/outdoor real-data experiments on robotic platforms which demonstrate that the proposed algorithm is fast, accurate, and robust to image noise and outliers.

5.1.1 Related work and organization
Several VC algorithms have been proposed in the recent robotics literature.
In [59], lines in a single pinhole view are used to exploit the vanishing points.
The camera calibration parameters, however, are assumed to be known and an
initialization stage is necessary to estimate the camera orientation with respect to
the scene. A correspondence-free VC algorithm has been presented in [60]: nevertheless, the internal camera-calibration parameters are assumed to be known
and the algorithm (at its present stage) is not suitable for a real-time implementation. In [61] a simultaneous localization and mapping method has been
proposed: it uses a purely-rotating hand-held low-cost calibrated camera as a
sensor and distant points as features. The features are initialized and deleted
on-the-fly and their position is tracked using an extended Kalman filter (EKF)
bank. Because of the reduced number of features (about a hundred), and the
sequential EKF approach employed, the method can be implemented in realtime at standard video rates. However, the underlying assumption of features
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at large distances (ideally at infinity) limits the applicability of the algorithm to
vast outdoor environments.
An appearance-based VC algorithm has been presented in [62]. The camera/robot compares each captured image with the previous one and computes the
Manhattan distance between them. The new image is then rotated pixel-wise in
the horizontal direction in order to find the rotation under which the distance
becomes minimal: such rotation is provided to the robot as differential compass
information. While the approach is conceptually simple, the algorithm is computationally expensive and prone to long-term drifting. An appearance-based
method similar to [62] is used in [63] to estimate the ego-motion of a ground vehicle equipped with a calibrated panoramic camera. However, similarly to [61],
the approach appears best suited for vehicles moving over long paths in large
outdoor environments. This is also one of the features of the real-time algorithm
recently proposed in [64], where the full-axis orientation of a camera/robot is
estimated from the vanishing points extracted in calibrated omnidirectional images.
Finally, in [65], the images obtained from a calibrated monocular camera are
split into vertical sectors and a color-class transition pattern is statistically derived by counting. The approach requires a preliminary training phase in which
the camera/robot creates an 1-D cylindrical map of its surroundings by taking
multiple snapshots in different directions. In a successive localization phase,
the orientation of the robot is estimated by matching the current color transition
pattern with the stored model, using a maximum-likelihood estimator.
The rest of the chapter is organized as follows. Sect. 5.2 reviews some basic
facts about paracatadioptric projection of 3-D lines. In Sect. 5.3, the disparitycircles and disparity-lines constraints are introduced. In Sect. 5.4, the VC algorithm is described in detail. The robustness of the proposed algorithm is shown
via simulation and real-data experiments in Sect. 5.5. In Sect. 5.6, the main contributions of the chapter are summarized and possible avenues for future research are discussed.

5.2 Basics on paracatadioptric projection of 3-D lines
Fig. 5.1 illustrates the imaging model of a paracatadioptric camera with mirror
focus at O; a generic 3-D scene point X ∈ R3 (expressed in the mirror frame
{M }) is projected onto the parabolic mirror surface at x ∈ R3 through O. Then,
an orthographic projection maps x at u (pixels), onto the image plane I. The
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transformation from X to u is analytically described by a nonlinear function
η : R3 → R2 that depends on both the camera intrinsic calibration parameters
and the mirror geometry [11, 28].
Let us now consider the case in which a generic 3-D line L is observed by the
paracatadioptric camera. We refer to the interpretation plane as the plane with
normal vector n = [nx , ny , nz ]T (in {M }) that passes through L and O.
Proposition 5.2.1. (Paracatadioptric line image [43]) Consider the setup in Fig. 5.1,
where a line L is observed by a paracatadioptric camera at O. If nz )= 0, then L projects
onto the image plane I at a circle C with center c (pixels) given by,
c = u0 − 2 af
and radius r (pixels) given by,
r=

- nx
nz

,

ny .T
,
nz

2af
,
nz

where a is the focal parameter of the parabolic mirror (i.e., the distance from the focus to
the vertex of the paraboloid), u0 ! [u0 , v0 ]T the optical center (in pixels), and f (pixels)

n

X
L

u
I

r

C

c
x
O
z

{M }

parabolic mirror

Figure 5.1: Projection of a 3-D line L. The interpretation plane passes through the focus
O of the parabolic mirror and the line L, and intersects the mirror at a curve that is
orthographically projected at a circle C onto the image plane I (with center c and radius
r ).
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ϕ
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{W }

O
z

(Rz,θ , t)

{M }

Figure 5.2: Projection of a 3-D vertical line L. The interpretation plane intersects the mirror
at a curve that is orthographically projected onto the image plane at a line ! passing
through the optical center u0 and with a slope ϕ with respect to the image horizontal
axis.

the focal length of the camera.
In Prop. 5.2.1, we have assumed that the line L is in a generic 3-D configuration. In the special case of a line orthogonal to the image plane I (see Fig. 5.2),
the projected circle C reduces to an image line ! through u0 , as stated in the next
proposition. We henceforth refer to this category of lines L as vertical lines.
Proposition 5.2.2. (Paracatadioptric vertical-line image) Consider the setup in
Fig. 5.2, where a vertical line L is displaced of b = [bx , by , bz ]T (with respect to
{M }). The line L is observed by a paracatadioptric camera displaced of (Rz,θ , t) with
respect to the world frame {W }, where
Rz,θ

&
cos θ
!
sin θ

'
− sin θ
,
cos θ

(5.1)

and t ! [tx , ty , tz ]T . Under the previous assumptions, L projects onto the image I at
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a line ! = [cos ϕ, sin ϕ]T which passes through the optical center u0 , with slope
/
0
sin θ (bx − tx ) + cos θ (by − ty )
ϕ = arctan
(5.2)
cos θ (bx − tx ) − sin θ (by − ty )
Proof: See the Appendix.

5.3 Multiple-view paracatadioptric line constraints
Based on the results of Prop. 5.2.1, in this section we introduce new multi-view
geometry constraints that relate the image projections of 3-D lines on two paracatadioptric views, the current and reference view, respectively. This constraint,
which we called disparity-circles constraint, will be used in Sect. 5.4 to design the
VC algorithm for the estimation of the camera rotation angle. Our VC algorithm
leverages also a second constraint, called disparity-lines constraint (based on the
result of Prop. 5.2.2), to provide a refined estimate of the camera rotation angle. Without loss of generality, we henceforth assume that the reference view at
O# coincides with the world frame {W }. As a consequence, our goal will be to
estimate the rotation angle θ.

5.3.1 Disparity-circles constraint
The following theorem is the main result of this section:
Theorem 5.3.1. (Disparity-circles constraint) Consider the two-views setup shown
in Fig. 5.3(a) in which the current view at O is rotated about the z-axis of an angle
θ ∈ (−π/2, π/2] and translated of t ∈ R3 (with respect to the reference view at
O# ). Two generic 3-D parallel lines Li and Lj are projected onto the two views at
two circle pairs (Ci , Cj ) and (Ci# , Cj# ) in the image planes I and I # , respectively (see
Figs. 5.3(b)-(c)). Let the centers of the image circles be (ci , cj ) and (c#i , c#j ), then the
following constraint holds true:
e#ji = Rz,θ eji ,

(5.3)

where the unit vectors,
eji !

cj − ci
,
$cj − ci $

and Rz,θ is as in equation (5.1).

e#ji !

c#j − c#i
,
$c#j − c#i $
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Cj#
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n#j
Li

e#ji

c#j

c#i

n#i

Reference: I #

Ci#

(b)

O

#

z#

O

ci
eji cj
Ci

z
Rz,θ , t
(a)

Cj

Current: I
(c)

Figure 5.3: Disparity-circles constraint. (a) Two paracatadioptric cameras are displaced
of (Rz,θ , t) and observe two generic 3-D parallel lines Li and Lj . (b)-(c) The two lines
project in each image plane I and I ! , at two circle pairs (Ci , Cj ) and (Ci! , Cj! ), respectively.
From the centers of the circles we obtain the vectors e!ji and eji which are rotated of an
angle θ ∈ (−π/2, π/2].

Proof: Let ni ! [nix niy niz ]T be the normal vector to the interpretation plane
passing through Li and O. Then the following condition is satisfied:
n#i

&

Rz,θ
=
0T

'
0
ni ,
1

(5.4)

where n#i is the normal vector to the interpretation plane expressed in the camera
frame at O# and 0 is a 2 × 1 vector of zeros. From (5.4) it follows that
n#iz = ni z .

(5.5)

By considering the first two equations in (5.4) and dividing them by ni z , from
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n#ix
 n#iz

 #
 niy
n#iz



 &
cos θ

=
sin θ
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'

 ni 
x

niz 
− sin θ 

,

ni y 
cos θ
niz

that, owing to Prop. 5.2.1, is equivalent to

u0 − c#i = Rz,θ (u0 − ci ) .

(5.6)

By subtracting from (5.6) the corresponding expression for the center ci , equation (5.3) is obtained.
"
The disparity-circles constraint can be generalized to the case of m > 2 parallel lines Lk , k ∈ {1, . . . , m}. To this end, let us recall the following geometric
property:
Proposition 5.3.1. (Collinearity of circles’ center [66]) A set of m 3-D parallel lines
Lk , {k ∈ {1, . . . , m} is projected onto the image plane of a paracatadioptric camera
at the circles C1 , . . . , Cm whose centers c1 , . . . , cm belong to a common line (e.g., see
Fig. 5.4(c)). This line is perpendicular to the segment joining the two points of intersection of the m circles (the vanishing points), and passing through the image center.
A consequence of Proposition 5.3.1 is that the difference vectors eji between
1 2
the circles’ centers are all equal (up to a scale factor) for all the possible m
2 pairs
of centers (cj , ci ). The above reasoning is formalized in the following corollary:
Corollary 5.3.1. (Generalized disparity-circles constraint) Let there be given a set
of m 3-D parallel lines Lk , k ∈ {1, . . . , m}. Each pair of projected lines satisfies the
disparity-circles constraint, that is,
e#ji = Rz,θ eji ,
where eji !

(5.7)

c#j − c#i
cj − ci
.
and e#ji ! #
$cj − ci $
$cj − c#i $

It is important to note that Corollary 5.3.1 does not need the correspondence
between lines, but it only requires the observed lines to be parallel in 3-D. This is
a useful property since, given two catadioptric views, it is generally difficult to
establish the exact correspondence between lines. Our VC algorithm will use the
disparity-circles constraint in a voting scheme, in order to find a set of candidate
parallel 3-D lines.
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Figure 5.4: Example. (a) Two paracatadioptric cameras, rotated by θ about the z -axis and
translated by t, observe three parallel lines L1 , L2 and L3 ; (b)-(c) The lines are projected
onto the image planes I and I ! , at the circles (C1 , C2 , C3 ) and (C1! , C2! , C3! ), respectively.
The centers of the circles c1 , c2 , c3 and c!1 , c!2 , c!3 lie on the perpendicular bisector of the
line joining the points of intersection of the circles. Hence, the vectors e21 , e31 and e32
(and analogously, e!21 , e!31 and e!32 ) are collinear.

In order to give the reader some geometric insight into the results of Corollary 5.3.1 and Prop. 5.3.1, we illustrate them with a simple example.
Example: Consider the setup in Fig. 5.4(a) where the current view at O is
rotated by θ about the z−axis and translated by t with respect to the reference
view at O# . Three generic 3-D parallel lines L1 , L2 and L3 are projected at three
circles (C1 , C2 , C3 ) and (C1# , C2# , C3# ) onto the two image planes I and I # . These
circles have centers c1 , c2 , c3 and c#1 , c#2 , c#3 , respectively (see Figs. 5.4(b)-(c)). From
Prop. 5.3.1, c1 , c2 , c3 (analogously, c#1 , c#2 , c#3 ) are collinear. This means that all the
following difference vector pairs, even if not corresponding to the same 3-D line,
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satisfy the disparity-circles constraint:
(e12

, e#12 ), (e12 , e#13 ), (e12 , e#23 ), (e13 , e#12 ), (e13 , e#13 ),
(e13 , e#23 ), (e23 , e#12 ), (e23 , e#13 ), (e23 , e#23 ).

Remark 5.3.1. It is important to emphasize at this point that the disparity-circles constraint (which will be used in our VC algorithm) can be verified without the need of any
a priori knowledge of the intrinsic camera-calibration matrix. This is a major difference
with respect to using other multi-view geometry properties (such as the essential matrix
constraint, or those related to the estimation of the vanishing point [16]) that require the
camera intrinsic parameters to be a priori known.

5.3.2 Disparity-lines constraint
The results presented in the previous section can be extended to the case of 3D lines orthogonal to the camera plane of motion. This can be considered as
a singular case for the disparity-circles constraint, since these 3-D lines do not
project to circles, but to lines in the image plane.
Under some stricter assumptions, we show here that a constraint similar
to (5.3) holds also for this category of lines. Our VC algorithm will leverage
this constraint to improve the estimate of θ.
Proposition 5.3.2. (Disparity-lines constraint) Consider the setup of Fig. 5.5(a)
where the current view at O is rotated by θ ∈ (−π/2, π/2] about the z−axis1 with
respect to the reference view at O# . A 3-D vertical line L is projected onto I and
I # at two lines ! ! [cos ϕ, sin ϕ]T and !# ! [cos ϕ# , sin ϕ# ]T , respectively. Then, the
following constraint holds true:
!# = Rz,θ !.
(5.8)
Proof: Without loss of generality let us suppose that a pure translational motion t = [0, 0, tz ]T exists between the two views at O# and O (i.e., θ = 0).
Observing that by construction the third component nz of the unit vector n is
zero, from (5.2) and bT n = 0 (see Fig. 5.5(a)), we have that the slope µ of the line
! is given by
nx
µ=− .
(5.9)
ny
1
A translation t = [0, 0, tz ]T can also occur between the two views, but it is not shown in
Fig. 5.5(a) for the sake of clarity.
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Figure 5.5: Disparity-lines constraint. (a) Two paracatadioptric cameras are rotated by an
angle θ about the z -axis and observe a vertical line L. (b)-(c) L is projected onto the image
planes I and I ! at two lines ! and !! that are rotated of an angle θ.

Because of the assumption tx = ty = 0 and since (5.9) holds, it is easy to show
that the slope of the line !# is given by:
µ# =

tan θ + µ
.
1 − µ tan θ

(5.10)

Let us refer to ϕ# (respectively, ϕ) as the angle between !# (respectively, !) and its
own horizontal image axis. Since µ# = tan ϕ# and µ = tan ϕ, by plugging them
into (5.10), after simple calculations, we find that the angle θ between the two
views θ is given by
0
/
sin ϕ# cos ϕ − sin ϕ cos ϕ#
= ϕ# − ϕ.
θ = arctan
cos ϕ cos ϕ# + sin ϕ sin ϕ#
This implies that tan ϕ# = tan(θ + ϕ), from which (5.8) follows.
"
Note that Prop. 5.3.2 is more restrictive than Theorem 5.3.1. In particular,
given m > 2 vertical lines, for the disparity-lines constraint to hold, it is always necessary that the lines are corresponding. Moreover, differently from the
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disparity-circles constraint, the disparity-lines constraint is valid only in the case
of tx = ty = 0. Finally, it requires the coordinates of the principal point of the
camera to be known.

5.4 Visual compass algorithm
In this section we present our visual compass algorithm which provides a closedform estimate of the rotation angle θ between two paracatadioptric views, by
using only image features (circles and lines, c.f., Theorem 5.3.1 and Prop. 5.3.2)
corresponding to the projection of 3-D parallel lines.
The algorithm uses the multiple-view geometric constraints introduced in
Sect. 5.3 in order to simultaneously estimate θ and find pairs of lines which are parallel in 3-D. In what follows, we assume that a set of n circles and p lines have been
detected (c.f., Sect. 5.5) in the current image I (and analogously a set of n# circles
and p# lines have been detected in the reference image I # ). For each circle and
line, its center ci (c#i ) and slope ϕi (ϕ#i ) are computed, respectively, as detailed in
Sect. 5.5.3.
The VC algorithm uses the centers and slopes to estimate θ in three phases, illustrated in Fig. 5.6: in Phase 1, the disparity-circles constraint is used to provide
an initial estimate of the rotation angle θ and to compute the set of circles with
the highest consensus over that estimate (i.e., the inliers). These inliers are then
used to perform a batch (least-squares) estimate of the angle θ. During Phase 2,
the angle θ3 estimated in Phase 1 is used in the disparity-lines constraint to detect
corresponding vertical lines. In Phase 3, a batch estimate exploits all the inlier
circles and lines, obtained in Phase 1 and 2, in order to provide a refined final
estimate θ.
It is worth pointing out at this point that, because of the use of our algorithm
with consecutive frames during the robot motion, the theoretical assumption of
π π
a range (− , ] for θ (as in Theorem 5.3.1 and Prop. 5.3.2) does not represent an
2 2
issue in practice.

Phase 1
In the first step of Phase 1 (c.f., Fig. 5.6) we use the result of Prop. 5.3.1 to eliminate
those lines that are not parallel in 3-D. We do this by selecting the subset of
those q ≤ n circles whose centers {ci } and {c#i } are all aligned (c.f., Prop. 5.3.1);
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{ci , c#j }

RANSAC-based line fitting

Step 1

zk = {eji , e#ji }
Disparity-circles constraint
for k = 1, . . . , N do
- Solve for θ in (5.11) with zk
- Vote for the bin associated to θ
end for
- Use (5.11) and zk to find a score peak
in the θ voting-space
- Detect the inliers associated with the peak

Step 2

Inliers
Batch estimate
Phase 1
Phase 2

Step 3

Initial θ3

Disparity-lines constraint
Inliers
Phase 3
Batch estimate
Final θ3

Figure 5.6: Flow chart of the VC algorithm.

this subset can be obtained by selecting the inliers from a RANSAC-based linefitting algorithm through all the circles’ centers. In the second step we refine
the previous selection of inliers by means of a voting scheme over the θ space.
1 2
In particular, we first generate all the possible q2 center-difference pairs {eji }
1 #2
(c.f., Corollary 5.3.1) (an analogous set {e# } is obtained for all the q possible
ji

2
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combinations in the reference image). Then, for each association zk ! {e#ji , eji },
/ 0/ # 0
q
q
k ∈ {1, . . . , N }, N =
, we compute an estimate of θ by solving the
2
2
following optimization problem,
min

Rz,θ ∈ SO(2)

$Y − Rz,θ X$F ,

(5.11)

where $ ·$F denotes the Frobenius norm and Y ! e#ji , X ! eji . As is known [67],
the solution of the Procruste’s problem in (5.11) can be obtained through the
singular value decomposition (SVD) of XY T , i.e.,
Rz,θ = V U T

where XY T = U Σ V T ,

(5.12)

being Σ a diagonal matrix with the singular values on the diagonal.
Note that in this second step of Phase 1, the possible values of θ are first discretized into bins of size δθ. As an estimate of θ is obtained for a given zk , we
use a voting scheme and increment the score for the corresponding bin. At the
same time, zk is also stored. When a score peak in this space is eventually found,
then we mark as inlier the set {zk } of all the circles’ center pairs that contributed
to that peak.
In the third step of Phase 1, we use these inliers to obtain an estimate of θ
using (5.11), where X and Y are now matrices whose columns are the centerdifference pairs corresponding to all the inliers.
Note that Phase 1 could be ideally iterated over the remaining data to capture
other sets of parallel lines belonging to other dominant vanishing directions,
which were not captured in a previous iteration. In our experiments (cf., Section
5), since a high percentage of lines was found to belong only to one dominant
direction, this iterative step was not implemented.

Phase 2 and 3
In Phase 2, we leverage the disparity-line constraint to further improve the estimate of θ by using the image projection of those image lines which were not
used in the previous phase, and that correspond to the projection of 3-D lines
perpendicular to the camera plane of motion.
In particular, we use the estimate θ3 obtained in Phase 1, to detect which are the
corresponding line pairs {!i , !#j } that satisfy the disparity-line constraint in (5.8)
up to a small error τ , i.e. such that $[!#j ]× Rz,θ!!i $ ≤ τ . Note that, since (5.8) is
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only valid when tx = ty = 0, the use of θ3 allows to automatically detect the
occurrence of a pure-rotational motion.
Once the vertical lines are detected, then they are added in Phase 3 as column
vectors to the matrices Y and X in (5.11) to improve the estimate of θ.

Remarks
We conclude this section with some remarks on the main features of our VC
algorithm.
• The proposed algorithm is uncalibrated in the sense that it does not require any prior knowledge about the internal camera calibration parameters (i.e., both lens and mirror parameters).
• Thanks to our multi-view geometric constraints, the VC algorithm is correspondence-free, in the sense that it automatically detects the lines that are
parallel in 3-D.
• A (theoretical) minimum of two 3-D parallel lines is sufficient to compute
an initial estimate of the angle θ. Note that the existence of parallel lines
is a reasonable assumption in many man-made environments (e.g., buildings, streets, rooms, corridors): obviously, in practice, more than two parallel lines are needed to obtain a robust estimate of θ.
• The algorithm makes use of the disparity-circles and disparity-lines constraints introduced in Sect. 5.3 and it provides a closed-form estimate of the
camera rotation angle. This makes the algorithm computationally efficient
and suited for real-time implementation (see the experimental results in
Sect. 5.5). The use of RANSAC brings robustness with respect to possible
outliers.
• Phase 2 of the VC algorithm can automatically detect when no translational
displacement occurs between the two paracatadioptric views: vertical lines
can then be added vertical lines to the optimization problem in (5.11), thus
improving the final estimate of the camera rotation angle.

5.5 Experimental validation
In order to test the accuracy and robustness of the proposed VC algorithm, we
conducted extensive numerical simulations (see Sect. 5.5.1) and experimental
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tests (Sects. 5.5.2-5.5.4).

5.5.1 Simulation results
The simulation results reported in this section have been obtained using the
Epipolar Geometry Toolbox (EGT) for MATLAB [68]. For the sake of generality,
we implemented the unified panoramic-camera imaging model by Geyer and
Daniilidis [28] which describes any central panoramic camera projection as a
projection between a sphere and a plane.
In order to test the accuracy and robustness of our algorithm to noisy image
data, we added zero-mean white Gaussian (pixel) noise with increasing standard deviation σ ∈ {0, 0.5, . . . , 2} [pixels]. We did not assume any knowledge
about line correspondences and selected a bin δθ = 1◦ . In the simulation, the
camera/robot moves along a closed trajectory of total length 12 m (see Fig. 5.7),
and the angle θ(t) is estimated at each time t using the current view and the view
at the previous time instant. The trajectory is made out of 85 samples, and the
camera observes ten lines (five of which are vertical). Fig. 5.8 shows the mean
and the standard deviation of the rotation-estimation error |θ3 − θ| obtained from
Initial pose
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Figure 5.7: Simulation. The camera-robot moves along a closed trajectory of approximately 12 m. The imaging model adopted for the paracatadioptric camera is the one
introduced in [28], that is equivalent to the one presented in Sect. 5.2.
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Figure 5.8: Simulation results on noisy image data. Mean and standard deviation of the
camera rotation-estimation error |θ! − θ|. The values are obtained by averaging the rotation errors over each camera pose along the entire trajectory, and on an overall of 100
realizations.

the VC algorithm. These values have been computed by averaging the rotation
errors over each camera pose along the entire trajectory, and on a total of 100
realizations. From Fig. 5.8, we observe that the proposed algorithm is robust
against image noise and exhibits a maximum rotation-estimation error of 1.6◦
for σ = 2 pixels.
We also tested the effectiveness and robustness of the proposed VC algorithm in the case of floor irregularities. In particular, we simulated additional
(random) rotations (from 0 to 12◦ ) about the camera’s x− and y−axes for each
path location (a random image noise with standard deviation of 1.5 pixels has
been used). Fig. 5.9 shows the mean and the standard deviation of the rotationestimation error |θ3 − θ| computed by averaging the rotation errors over each
camera pose and over the entire trajectory (for a total of 50 realizations). From
Fig. 5.9 we observe that the performance of our VC algorithm is not critically affected by floor irregularities that are frequently encountered in real-world navigation (c.f. also Sect. 5.4).
Note that the numerical simulations presented in this section do not take
image blur or changing lighting conditions into account. The robustness of our

5.5. Experimental validation

48

|θ3 − θ| [deg.]

1.5

1

0.5

0

0

1

2

3

4

σu [deg.]
Figure 5.9: Simulation results on uneven floor. Mean and standard deviation of the camera
rotation-estimation error |θ! − θ| when normally-distributed random rotations (with zero
mean and standard deviation σu ) about the x− and y−axes are introduced, and a random
image noise with standard deviation of 1.5 pixels is used. The values are obtained by
averaging the rotation errors over each camera pose along the entire trajectory, and on an
overall of 50 realizations.

algorithm to such sources of error is demonstrated through extensive real-world
experiments in the next sections.

5.5.2 Implementation of the VC algorithm in OpenCV
In order to test the performance of our VC algorithm in a real-world scenario,
we implemented it using Intel’s OpenCV library [70]. Our software implementation consists of two phases, as illustrated in Algorithm 1: during Phase 1, given
any two frames, our code automatically extracts the image features (circles and
lines) and stores them in memory. In Phase 2, the VC algorithm is used to initially
find the corresponding features, as well as to estimate the angle θ between these
two views. In Phase 3, as the camera moves, a feature tracker is used to avoid the
need to estimate the matches at each time frame, and only the batch-estimate of
the angle θ is used from VC. However, note that if the tracked features are lost
(e.g., due to image blur because of sudden camera motion), Phase 2 is repeated
in order to find the matches, thus re-initializing the tracker.
Fig. 5.10 illustrates the image-processing steps of Phase 1 in detail: in Step 1
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(Fig. 5.10(b)) the current image is first filtered with a median filter and the optical
center u0 of the camera is estimated by extracting the center of the circle that
best fits the central black-hole area in the image. This is done by adopting a
large window size for the median filter and then by applying a Hough circletransform [71] to detect the central hole region using edge points obtained by
the Canny edge-detector.
In Step 2, the Canny edge-detector is adopted to extract all the image edges
(without the central hole detected in Step 1) (see Fig. 5.10(c)). Erosion, expansion
and edge linking are then employed to remove small edges and create a list of
sequential edge points. In Step 3, we use the Hough transform in order to detect
Algorithm 1 Implementation of the VC algorithm
Phase 1 (Feature Detection):
1:
2:

3:
4:
5:

Filter the two images with a median filter and use the Hough transform to
estimate the optical center u0 (Fig. 5.10(b)).
Remove the circle corresponding to the camera’s black hole and apply the
Canny edge-detector. Use erosion, expansion and edge linking to create a
list of sequential edge points (and to remove small contours) (Fig. 5.10(c)).
Detect the image lines !i and !#j and discard those that do not pass in a given
neighborhood of the optical center (Fig. 5.10(d)).
Remove the lines found at Step 3 (Fig. 5.10(e)).
Detect the circles Ci and Cj# using the Hough circle-transform, and use
RANSAC to estimate the circles’ centers ci and c#j (Fig. 5.10(f)).

Phase 2 (Initial Estimation):
1:

Use the current image features (circles’ centers and lines in both images) as
input to the VC algorithm (c.f. Fig. 5.6) and estimate both θ and the feature
matches.

Phase 3 (Feature Tracking and Estimation):
1:
2:
3:
4:
5:

while the robot moves do
Use the ViSP software [69] to track the points on each circle and line, from
the previous to the current frame.
Use the tracked circles’ centers and lines as input to the VC algorithm (c.f.
Fig. 5.6) and estimate θ.
if image blur then go to Phase 2.
end while
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image lines !#i passing through u0 (see Fig. 5.10(d)), and in Step 4 all the edges
associated with these lines are eliminated (see Fig. 5.10(e)). In Step 5, we apply a
Hough circle-transform to detect clusters of points belonging to circles. Finally,
on the points of each cluster, we run a RANSAC-based circle-fitting algorithm
to detect all the remaining inliers and to provide a robust estimate of the circles’
centers.
In Step 2 of Phase 3 (see Algorithm 1), we used the ViSP software [69] to track
edge points on the circles among consecutive images. The circles’ centers in the
new image are then obtained by using a RANSAC-based circle-fitting algorithm.

5.5. Experimental validation

51

u0

Initial image

Step 1

Step 2

Step 3

Step 4

Step 5

Figure 5.10: Steps of Phase 1 of the VC algorithm. (a) Initial image. (b) Detection of the optical center u0 [Step 1]. (c) Canny edge detection and edge linking [Step 2]. (d) Detection
of the vertical lines [Step 3]. (e) Contour lines removal [Step 4]. (f) Detection of the circles
[Step 5].
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In the next two sections, we present the validation of our VC algorithm on
a KUKA robot manipulator and on a Pioneer robot. The algorithm runs in real
time at an average frame rate of 15 frames per second on a Mac Book with 4GB
RAM, 2.26Ghz Intel Core Duo CPU and a NVIDIA GeForce 9400M graphics
card. In all the experiments we used a Remote Reality NetVision360 paracatadioptric mirror screwed on a Lumenera LU071C pinhole camera. As detailed
below, an accurate ground truth was available in all our tests.
In order to give a better insight into the performances of the proposed algorithm, in all experiments we compared the cumulative angle-estimation error E
i
,
(θ̂j − θj )|, when vertical lines are (or are not) used.
at each time frame i, E = |
j=1

As reported in Sects. 5.5.3-5.5.4, the introduction of lines in the VC algorithm increases the estimation accuracy.
It is worth noting that in real-world experiments, the fulfillment of the disparityline constraint depends on the threshold value τ (see Sect. 5.4). In particular,
depending on the displacement of the vertical lines with respect to the camera
and the camera inter-frame motion the disparity-line constraint may be satisfied
also if the camera is not purely rotating.
The videos of the real-time experiments are available at the web address reported below2 .

5.5.3 Indoor experiments with the KUKA robot manipulator
In the experiments described in this section, the paracatadioptric camera was
mounted on the end-effector of a 6-DOF KUKA KR 3 manipulator (see Fig. 5.11).
We decided to use this robot because of its highly-accurate measurements of the
camera rotational motion (of the order of tenths of a degree), that we adopted as
a ground truth. We used the KUKA Control Toolbox (KCT) [72] for MATLAB to
generate different test robot trajectories for the VC algorithm.
Fig. 5.12 shows the results of the two experiments performed with the manipulator: in the first case we considered a total of eleven 3-D lines while in the
second case a total number of twelve 3-D lines was used for the VC algorithm.
In the first experiment, the camera moves at constant height along a 20 cm ×
20 cm square path, rotating counterclockwise by an overall angle of 20◦ (see
Fig. 5.12(a)). As shown in Fig. 5.12(c), the cumulative error E of the VC algorithm is lower (less than 0.3◦ ) when both circles and lines are used. In this case,
2

http://sirslab.dii.unisi.it/research/vision/visual-compass
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Paracatadioptric camera

Z

X

Y

Figure 5.11: Paracatadioptric camera mounted on the end-effector of the KUKA robot
manipulator.

the average estimation error |θ3 − θ| between consecutive frames is 0.0257◦ with
a standard deviation of 0.0243◦. In the second experiment, the camera moves
clockwise along a triangular trajectory (the length of the base of the isosceles
triangle is around 60 cm) rotating by an overall angle of 208◦ with respect to the
initial frame (see Fig. 5.12(b)). In this case, the introduction of lines in the VC algorithm generates a cumulative error E lower than 0.5◦ (see Fig. 5.12(d)) and an
average estimation error |θ3 − θ| of 0.0364◦ with a standard deviation of 0.0299◦.

5.5.4 Experiments with the Pioneer robot

In order to test the effectiveness of our algorithm in the presence of image blur,
and larger translational displacements, we performed two experimental tests
with a paracatadioptric camera mounted on a Pioneer robot (see Fig. 5.13). In
the first experiment the Pioneer moves in a corridor-like indoor environment,
while in the second experiment the robot travels in a larger outdoor environment (the courtyard of the Department of Information Engineering, University
of Siena). Figs. 5.14(a)-(b) show the trajectory of the robot superimposed onto
the metric maps of each environment.
The experimental conditions of our tests with the Pioneer robot were more challenging than those with the KUKA manipulator, due to changes in illumination,
uneven tiled floor, wheel slippage and sharp robot turns.
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Figure 5.12: Experiments with the KUKA robot. (a) In the first experiment the camera
moves counterclockwise from the initial green position along a square trajectory rotating
between 0◦ and 20◦ with respect to the initial frame. (b) In the second experiment the camera moves clockwise from the green initial position along a closed triangular trajectory
rotating by an overall angle of 208◦ with respect to the initial frame. (c) and (d) show the
time history of the cumulative error E for the two experiments, using: only circles (blue),
circles and lines (red).

In both experiments, the Pioneer was remotely controlled along a closed path
and the ground truth of the rotation angle was obtained from the laser-based
SLAM algorithm with line features proposed in [73].
In the first experiment, the maximum cumulative error E (using both circles
and lines), was 3.347◦ (see Fig. 5.14(c)) with an average estimation error |θ3 − θ|
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Paracatadioptric camera

Figure 5.13: Pioneer robot equipped with a paracatadioptric camera: the readings from
the laser range finder and robot’s odometry have been used to compute the ground truth
of the rotation angle.

of 0.7402◦ and standard deviation of 0.8357◦. Note that higher errors occurred
in correspondence of the robot’s turns, which led the ViSP tracker to lose the features (thus affecting the estimation accuracy). In these cases, Phase 2 was run to
estimate again the correspondences and to then re-start the tracker and the estimation procedure. Fig. 5.14(b) shows the trajectory of the Pioneer in the second
experiment, and the first and last acquired frames. In this case, because of the
variable illumination conditions and greater floor irregularities, the cumulative
error obtained using circles and lines is sometimes higher than in the previous
experiment, but still lower than 8◦ (see Fig. 5.14(d)) with an average estimation
error |θ3 − θ| of 0.5893◦, and a standard deviation equal to 1.5532◦.

5.6 Conclusions and future work

In this chapter we have presented two new multi-view geometric properties for
paracatadioptric cameras, called disparity-circles and disparity-lines constraints.
These constraints are the core of a novel visual compass algorithm for the estimation of the z−axis camera rotation angle. The proposed algorithm does not
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Figure 5.14: Experiments with the Pioneer robot. (a) In the first experiment, the Pioneer
moves along a closed trajectory (an isosceles triangle with equal sides of length 2.68 m
and base of length 0.64 m), in a corridor-like indoor environment. (b) In the second
experiment, the Pioneer moves along closed trajectory in an outdoor courtyard. (c) and
(d) show the time history of the cumulative error E in the two experiments, using only
circles (blue), circles and lines (red).

require any prior knowledge on the internal camera calibration parameters, is
suitable for real-time implementation, and it only needs the image projection
of 3-D parallel lines. We use RANSAC and a voting scheme based on our new
geometric constraints to automatically solve the image-feature correspondence
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problem. Extensive simulation and real-data experiments conducted with a manipulator and a wheeled robot have demonstrated the accuracy and robustness
of the proposed visual compass.
In future research, we aim at improving the performance of the ViSP circletracker (that, as pointed out in Sect. 5.5.4 showed scarce robustness when the
camera/robot executed sharp turns), and at fusing the rotation estimates provided by our VC algorithm with the measurements of other on-board inertial
or odometric sensors. The current version of our algorithm only computes the
yaw angle of the camera/robot; the extension of the proposed algorithm to fullaxis orientation estimation is a subject of on-going research. Finally, work is in
progress to extend the validity of our uncalibrated algorithm to other central
panoramic systems.

Chapter 6

Planar catadioptric cameras: localization
and 3-D reconstruction
“It will be found, in fact, that the ingenious are always
fanciful, and the truly imaginative never otherwise than
analytic.”
from “The Murders in the Rue Morgue” – E.A. Poe

P

lanar catadioptric stereo vision sensors consist of a pinhole camera and two
(or more) planar mirrors. These systems have recently received an increasing attention because, unlike traditional two-camera stereo, they can capture
two views of the same scene without the need of exact camera synchronization
and stereo calibration. In this chapter we explore the original scenario in which
a robot manipulator, equipped with a pinhole camera, observes an unknown
3-D scene both directly and reflected through multiple mirrors. We first introduce the imaging and the multiple-view properties for this scenario and, based
on these results, we present a new image-based camera localization and a 3-D
scene reconstruction algorithm. Extensive simulation and real-data experiments
illustrate the theory and show the effectiveness of the proposed designs.
The material of this chapter is based on [74, 75].

6.1 Introduction
Standard stereo sensors are known to suffer from several limitations: they are
generally expensive, difficult to calibrate, they require exact synchronization between the two cameras and have a narrow field-of-view (FOV). To alleviate this
last issue, several works have recently proposed to use catadioptric vision sensors [10, 11, 66], which combine both refracting (lenses) and reflecting (convex
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Planar mirrors

Pinhole camera
Object

Figure 6.1: The proposed planar catadioptric stereo setup consists of a pinhole camera
mounted on the end-effector of a manipulator (eye-in-hand configuration) observing the
object and its reflections onto two planar mirrors.

mirrors) elements, to naturally enlarge the FOV of classical pinhole cameras. To
overcome most of the above drawbacks, some authors have also introduced vision sensors composed of a single camera observing the reflections of a scene
onto two (or more) rigidly-attached planar mirrors [18–21]; these planar catadioptric vision sensors are attractive because they are equivalent to a stereo camera, they do not require any additional hardware for exact camera synchronization [76], and they only need a single set of internal camera calibration parameters.
Although promising for real-time robotic applications, planar catadioptric stereo
systems have found limited application because of their large size, and their reduced FOV. These are indeed structural issues due to the assumption that the
camera and the mirrors are rigidly attached to the same support.
The idea of using non-rigid camera-mirror arrangements (e.g., a mirror moving
in front of a pinhole camera) is rather recent and, to the best of our knowledge,
it was first adopted in [77] for 3-D reconstruction of cultural heritage models. A
similar setup has been considered in [78], where the authors address the case of
a mobile robot equipped with a monocular camera, observing its own reflected
image onto one moving mirror. The reflected images are used to estimate the
relative pose between the camera and the robot frame (the 3-D robot model is
supposed to be partially known). Recently in [79] the authors have considered
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the problem of estimating the pose of the real camera and the position of the
mirror plane, by assuming a known rigid motion between the virtual views induced by planar mirror reflections as well a known pose of the observed objects.
Under these (quite restrictive) assumptions, it is shown that it is possible to register objects lying outside the camera FOV.
In this chapter we explore a general scenario in which a pinhole camera,
mounted on the end-effector of a robot manipulator, observes an unknown 3-D
scene both directly and through its reflections on two (or more) planar mirrors
(see Fig. 6.1). We treat the mirror reflections as additional views taken from
different vantage points, thus creating a (synchronous) reflective multiple-view
framework. A promising application of this setup is in industrial visual servoing, where multiple planar mirrors disposed in the workspace could help to
enrich the visual information, through extra features of the observed scene that
might have been invisible from the on-board camera because of self-occlusions.
In this work we will not deal with control-related issues, but we will investigate the specific single and multiple-view imaging properties of the proposed
reflective multi-view scenario, which have been addressed in the literature only
sparsely, and only in the case of rigid camera/mirror arrangements [22, 23]. We
will use these properties to extract useful information about the pose (translation direction and orientation) of the robot and the environment (3-D model of
the scene) that are crucial for achieving good performances in any vision-based
navigation and localization algorithm.
The original contributions of this chapter are summarized as follows:
• We provide a general analytical treatment of the imaging geometry of sensors composed of a pinhole camera and of one (or more) planar mirrors.
In addition, we introduce new multiple-view geometric properties in the cases
of static and moving cameras.
• On the grounds of these novel theoretical results, we address the imagebased camera localization and 3-D scene reconstruction problems. In particular, we show how to compute the pose of a moving camera with respect to
the mirrors and how to exploit the mirror reflections of a scene to enhance
image-based 3-D object reconstruction.
• Extensive simulation and real-data experiments conducted with an eyein-hand robot are presented in order to illustrate the theory, thus showing
the effectiveness of the proposed designs in real scenarios.
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The rest of the chapter is organized as follows: Sect. 6.2 reviews the basic theory on perspective projection through a single planar mirror and introduces the
notion of reflective epipolar geometry. Sect. 6.3 deals with the multiple-mirror
case for the static and moving camera scenarios and presents the related single
and multiple-view geometry for planar catadioptric stereo sensors. Sect. 6.4 and
Sect. 6.5 are concerned with the image-based camera localization and the 3-D
scene reconstruction problems, respectively. Simulation and experimental results are discussed in Sect. 6.6. In Sect. 6.7, conclusions are drawn and possible
avenues for future research are highlighted.

6.2 Single mirror: perspective projection and epipolar geometry
In this section we present a review of the basic notation and theory on the imaging model for catadioptric systems with a single planar mirror [22]. The notions of virtual point and virtual camera projection equivalence are also introduced:
they are instrumental in presenting the theory on reflective epipolar geometry in
Sect. 6.2.3.

6.2.1 Reflective perspective projection
Let us consider the setup reported in Fig. 6.2 where a perspective camera &c' is
in front of a planar mirror Πk uniquely characterized by its normal vector nk
and distance dk with respect to &c'. A 3-D point X ! [x y z]T (expressed in
! indicates its extension in
&c') is assumed to be in front of the mirror as well (X
homogeneous coordinates). For the sake of clearness, we will henceforth refer to
the simplified setup in Fig. 6.2: however the results presented in this section are
valid for 3-D generic camera/mirror arrangements. Note that the perspective
image u[k] (pixels) of X, after its reflection by Πk , can be calculated as the direct
projection on &c' of the so-called virtual point X [k] .
Proposition 6.2.1 (Reflective perspective projection). Let us consider the setup in
Fig. 6.2. Then the perspective projection u
![k] (pixels) of a generic 3-D point X, after its
reflection onto Πk , is given by
!
λk u
![k] = K [I 0] D[k] X

with λk ∈ R+ .

(6.1)
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d
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dk
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Figure 6.2: Reflection through the planar mirror Πk and the virtual point X [k] .

K is the camera calibration matrix, I is the 3 × 3 identity matrix and D[k] is the reflection transformation about Πk , defined as
D

[k]

&

S [k]
=
0T

'
2 dk nk
,
1

(6.2)

being S [k] = I − 2 nk nTk . S [k] is an elementary reflector or a Householder matrix [80, p. 166].
Proof: See A.2.
Note that S [k] ∈ O(3), det(S [k] ) = −1 and that (D[k] )−1 = D[k] .

6.2.2 The virtual camera and the projection equivalence
Analogously to the concept of virtual point X [k] presented in Prop. 6.2.1, we
introduce herein the intuitive notion of virtual camera &v [k] ' (dashed in Fig. 6.3),
whose reference frame is simply reflected with respect to &c' about the mirror
Πk .
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X [k]
Πk
uv

Xv

u[k]

&c'
Figure 6.3: The virtual camera #v [k] $.

The proof of the next proposition follows directly from the observation that,
X [k] = Xv ,

(6.3)

where Xv is the 3-D point X expressed in &v [k] '.
Proposition 6.2.2 (Reflective projection equivalence). Let us consider the setup in
Fig. 6.3 and let u[k] be the perspective projection in &c' of a 3-D point X [k] . Then,
u[k] = uv ,
being uv the perspective projection of Xv onto the image plane of the virtualcamera &v [k] '.
Prop. 6.2.2 states that the perspective projection u[k] of X [k] coincides with
the perspective projection uv of Xv . In other words, the projection on &c' of the
reflected point corresponds to the projection on &v [k] ' of the real point.

6.2.3 Reflective epipolar geometry
In this section we review the multi-view geometry relating the cameras &c' and
&v [k] ': this is the basis for the image-based localization and the 3-D scene recon-
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Figure 6.4: Reflective epipolar geometry.

struction theory presented in Sects. 6.4 and 6.5, respectively. This is different
from [22, Sect. 3.2], where only the epipolar geometry in the case of two mirrors
is investigated.
Proposition 6.2.3 (Reflective epipolar constraint). Let us consider the setup in
Fig. 6.4 and let (nk , dk ) be the parameters of the mirror Πk expressed in &c'. Let u
!,
u
![k] be the homogeneous coordinates of the projection of a 3-D point in the image plane
of &c' and &v [k] ', respectively. Then, the reflective epipolar constraint is given by,
(!
u[k] )T F [k] u
! = 0,

where the reflective fundamental matrix is defined as,
F [k] ! K −T E [k] K −1 .
E [k] is the reflective essential matrix,
E [k] = 2 dk [nk ]× ,
where [nk ]× is the skew-symmetric matrix associated with the vector nk .

(6.4)
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Proof: See A.3.
Note the following points:
• The matrix F [k] is skew-symmetric: in fact,
F [k] + (F [k] )T = 2 dk (K −T [nk ]× K −1 −
K −T [nk ]× K −1 ) = 0.
As a consequence, the left and right null-spaces of F [k] are equal. This
means that the epipoles,
e = e!k ,
!

and the epipolar lines in the real and virtual views coincide (see Fig. 6.4).
As a consequence, the epipole e! can be regarded as a vanishing point, being
the intersection of 3-D parallel lines (the lines joining the real and virtual
points) projected onto the image plane.

• For a given E [k] , the vector nk can be readily recovered: in fact, it belongs
to the right (left) null-space of E [k] .
• The imaging geometry relating the cameras &c' and &v [k] ' is mathematically equivalent (in terms of essential matrix) to that existing between
two cameras undergoing a pure translational motion (see Chapter 4, Sect.
4.1.1). In fact, in both cases, the essential matrix depends only on the translation vector.
Remark 6.2.1 (Estimation of F [k] ). Since F [k] has only 2 degrees of freedom (that
correspond to the position of the epipole e!), at least 2 pairs of corresponding points
are necessary to estimate F [k] . Let us given a set of n ≥ 2 pairs of matching points
[k]
[k] [k]
u
!i = (ui , vi , 1)T and u
!i = (ui , vi , 1)T , i ∈ {1, 2, . . . , n}, satisfying the epipolar
constraint,
[k]
(!
ui )T F [k] u
!i = 0.
(6.5)
Equation (6.5) can be rewritten as,

A f [k] = 0,

[k]

[k]

(6.6)
n×3

[k]
vi ,

[k]
ui

−
where [f ]× = F and the i-th row of A ∈ R
is given by (vi −
[k]
[k]
ui , ui vi − vi ui ), i ∈ {1, 2, . . . , n}. The least-squares solution of (6.6) can be computed analytically: in fact, the vector f [k] that minimizes ||Af [k] || subject to the constraint ||f [k] || = 1, is the unit eigenvector of AT A corresponding to its smallest eigenvalue [26]. As known, f [k] can be easily determined using the algorithm of Jacobi or the
singular value decomposition [81, 82].
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Figure 6.5: The camera #c$ and the virtual cameras #v [1] $ and #v [2] $.

6.3 Two mirrors: multiple-view geometry for static
and moving cameras
We will examine here the multi-view geometry originating by the use of two
mirrors (see Fig. 6.5) in the case of static and moving camera &c'. Note that this
geometry exists also in the singular case in which the camera &c' is not translating but only rotating.

6.3.1 Static camera
We assume that a static camera &c' is observing a set of 3-D points through two
mirrors with coplanar normal vectors n1 and n2 displaced of an angle θ ∈ (0, π/2)
(see Fig. 6.5). In this case, two corresponding virtual cameras &v [1] ' and &v [2] ' exist, and a suitable geometry relating &c' with &v [1] ' and &v [2] ' can be defined [83].
This will be useful in Sect. 6.3.2 for the case of a moving camera, as well as for the
image-based localization and 3-D reconstruction problems presented in Sect. 6.4
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and Sect. 6.5. The generalization to multiple mirrors is straightforward and it
will be not discussed herein.
[1]
[2]
Suppose given a set of image points (ui , ui ), i ∈ {1, . . . , n} in &c', projections
of n ≥ 8 points Xi reflected onto the two mirrors n1 and n2 , respectively. Note
that, while the subscript i is the point index, the superscript inside the brackets
refers to the mirror number through which that point is reflected.
Given the two-mirror setup in Fig. 6.5, let D[1] and D[2] be the corresponding
reflection transformations as from (6.2). Then the homogeneous transformation
matrix H[21] representing the rigid-body motion between &v [2] ' and &v [1] ' is given
by [83]:
4
5
R
t
Hv[21] ! D[1] D[2] = T
,
(6.7)
0
1
with:

R ! I + 4(nT2 n1 ) n2 nT1 − 2 n2 nT2 − 2 n1 nT1 ,
t ! 2 d2 n2 − 2(d2 (nT2 n1 ) + d1 )n1 .

Note that (R, t) only depends on the mirror parameters (i.e., n1 , n2 and d1 , d2 ).
[2]
[1]
By virtue of Prop. 6.2.2, the points ui and ui (see the dashed inset for &c'
in Fig. 6.5) are corresponding. This implies the existence of an epipolar geom[2]
[1]
etry relating &v [1] ' and &v [2] ', i.e., (!
ui )T F21 u
!i = 0. Note that this is different from (6.5), in which the epipolar constraint related the virtual and the real
camera. F21 is the fundamental matrix from which we can compute both the
epipoles e[12] and e[21] (belonging to the right and left null-spaces of F2 ) and the
epipolar lines. Moreover, for a given camera calibration matrix K it is possible
to compute the essential matrix E21 = [t]× R from F21 , where (R, t) is the rigid
body motion between &v [1] ' and &v [2] '. Once E is known, a decomposition can
be carried out to extract the rotation matrix R and the scaled vector t [26].
Fig. 6.6 reports a sample image from the experiments showing the epipolar
lines (white) relative to corresponding pairs of points, both in the real and the
virtual views. In particular, Fig. 6.6 reports the epipolar lines between the virtual views &v [1] ' and &v [2] ': as shown in [22], all corresponding epipolar lines
intersect at the image projection m of the mirrors’ screw-axis (i.e., the 3-D line of
intersection between the mirrors, see Chapter 4, Sect. 4.1.2). Finally, Figs. 6.6,
show the epipolar lines between &v [1] '-&c' and &v [2] '-&c', respectively.
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m
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6

(b)
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(c)

Figure 6.6: Epipolar lines (white) on a sample image: (a) between #v [1] $ and #v [2] $, (b)
between #v [1] $ and #c$, (c) between #v [2] $ and #c$.

6.3.2 Moving camera
In this section we are assuming that the camera, rigidly mounted on the endeffector of a robot manipulator, is moved from &c1 ' to &c2 ' (see Fig. 6.7). The
relative pose between &c1 ' and &c2 ' is supposed unknown and described by the
homogeneous transformation matrix HR ! Hcc12 . Its knowledge (or parts of it,
e.g. the rotational component) is essential in many visual servoing applications
and localization. Standard visual-servo approaches make use of the essential
matrix decomposition and might fail in the case of small-baseline between &c1 '
and &c2 '; we will present here a novel multi-view geometric constraint that is
never ill-conditioned since it exploits the relative pose between the virtual cameras (whose baseline is never zero).
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Figure 6.7: Multiple-view geometry for the moving-camera scenario.

Proposition 6.3.1 (Moving-camera constraint). Let Dc[1]
and Dc[2]
denote the reflec1
1
tion transformations about the two mirrors, written in &c1 '. Then the following equation
holds true,
Hv[21]
= HR−1 Dc[1]
Dc[2]
HR ,
(6.8)
2
1
1
[1]

where Hv[21]
is the homogeneous transformation matrix relating the virtual views &v2 '
2
[2]
and &v2 '.
Proof: From (6.7) we have that,
Dc[1]
Dc[2]
= Hv[21]
.
1
1
1

(6.9)

−1
Premultiplying and postmultiplying (6.9) by HR
and HR , respectively, we obtain,
−1
−1
H R = HR
Dc[1]
Dc[2]
HR .
(6.10)
HR
Hv[21]
1
1
1

From an inspection of Fig. 6.7, it is easy to verify that the following equalities
hold true,
HR = Hv[1]
= Hv[2]
,
(6.11)
21
21
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i.e., the rigid motion between &c1 ' and &c2 ' is equal to the rigid motion between
[1]
[1]
[2]
[2]
&v1 ' and &v2 ', and between &v1 ' and &v2 '. Plugging (6.11) and (6.9) into
(6.10), we obtain,
−1
HR
Hv[21]
HR = Hv[2]
Hv[21]
Hv[2]
=
1
1
[12]
[21]

Hv[2]
Hv[1]
Hv[21]
= Hv[21]
,
2
2
[12]
[21]
"

and (6.8) is thus proved.
Remark 6.3.1. The rotational component of (6.8) is given by,
T

Rv[21]
= (Rcc12 ) R Rcc12 ,
2

(6.12)

that is a rotational Sylvester equation in the unknown Rcc12 . An in-depth analysis of the
one-parameter solution space of this equation has been performed in [16, Lemma 10.18].
However, such a complete analysis is beyond the scope of this chapter.

6.4 Mirror calibration and image-based camera localization
6.4.1 Mirror calibration
In this subsection we propose a mirror calibration algorithm that computes the
angle θ between the mirrors. This is instrumental for solving the image-based
localization problem (i.e., the computation of the camera pose with respect to an
external reference frame).
Let us consider the setup in Fig. 6.5 and assume that at least n ≥ 2 points can
be directly observed by the camera &c' at ui , i ∈ {1, 2, . . . , n}. Assume also that
[1]
[2]
the same set of points is reflected at ui and ui (white dots) by the mirrors n1
and n2 , respectively. In this case, two reflective fundamental matrices F [1] and
[1]
F [2] do exist and can be estimated from the corresponding pairs (ui , ui ) and
[2]
(ui , ui ), using the result of Prop. 6.2.2. From F [1] and F [2] , we can then compute
the epipoles e1 and e2 (black dots) as their right null-spaces. To provide concise
statements in the next propositions, let us define,
ēj !

K −1 e!j
, j ∈ {1, 2}.
$K −1 e!j $

Since the direction of each vector ēj is always parallel to the normal nj , j ∈
{1, 2}, we obtain the following result:
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nΓ
&v [1] '

Γ
&v [2] '

℘(tcw )

&w'

tcw

&c'

nΣ

Σ
Figure 6.8: The vector ℘(tcw ) is the projection of tcw on the plane Γ.

Proposition 6.4.1 (Mirror calibration). The angle θ between the mirrors’ normal vectors n1 and n2 is given by,
1
2
θ = arccos ēT1 ē2 .

6.4.2 Camera localization
This section deals with the computation of an initial estimate of the rigid moc
tion (Rw
, tcw ) between the camera &c' and a world frame &w'. Note that iterative
methods can eventually used to refine our analytical pose estimate. In the interest of simplicity, we will assume that the z-axis of &w' coincides with the mirrors
screw-axis and the x-axis lies on mirror n1 .
While the orientation of &w' is fixed, its position can arbitrarily lie along the mirrors’ screw-axis (see, e.g., Fig. 6.8). This means that it is only possible to compute
the projection ℘(tcw ) ∈ R2 of the translational vector tcw onto the plane Γ, defined
by the focal centers of the cameras &c', &v [1] ' and &v [2] '.
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c
c
Proposition 6.4.2 (Rw
computation). For every rigid motion (Rw
, tcw ), the following
equality holds,
6
7T
c
Rw
= x ē1 z ,
(6.13)

where z ! ē1 × ē2 and x ! ē1 × z.

Proof: As assumed above, the x-axis of &w' lies on the mirror defined by n1 .
Since the z-axis of &w' lies along the mirrors’ screw-axis, then for every pose
of &c' the world y-axis (expressed in &c') corresponds to ē1 . Thus the following
expression holds,
c
[0 1 0]T = Rw
ē1 .
(6.14)
Moreover, for any pose of &c', the plane Γ (see Fig. 6.8) has normal vector (in &c')
given by
z ! ē1 × ē2 ,
and thus
c
[0 0 1]T = Rw
(ē1 × ē2 ) .

(6.15)

The world frame x-axis can be easily written in &c' as the cross product x ! ē1 ×z,
thus implying
c
[1 0 0]T = Rw
x.
(6.16)
Collecting together (6.14-6.16) we finally obtain:
c
I = Rw
[ x ē1 z],

from which (6.13) follows.

"

Note that, in absence of noise on the image points, (6.13) provides one with
c
c
the exact Rw
. In the case of noisy image data, the estimated Rw
will not be, in
general, a rotation matrix. To impose such a constraint, the correct rotation matrix can be estimated as U V T , where the matrices U and V are obtained from
c
the singular value decomposition of the initial estimate of Rw
.
Prop. 6.4.3 presents two methods to estimate the direction of vector ℘(tcw ), de℘(tcw )
. The first one uses the fundamental matrix F [12] befined as ℘(t
¯ cw ) !
$℘(tcw )$
tween the virtual cameras &v [1] '-&v [2] ', while the second exploits the homogeneous transformation between the virtual cameras examined in Prop. 6.3.1.
Let Σ be the plane with normal nΣ defined by the mirrors screw-axis and the
camera center &c' (see Fig. 6.9) and let Rz (γ) denote a rotation about the z-axis
by an angle γ.
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, tcw )

e2
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Figure 6.9: Computation of ℘(t
¯ cw ) using the epipolar lines and Σ.

Proposition 6.4.3 (Computation of ℘(t
¯ cw )). The direction of the vector ℘(tcw ) ∈ R2
is given by,
3
a
℘(t
¯ cw ) =
,
(6.17)
$3
a$
where,
(i) (Screw-axis)
T

3
a ! [a(1) a(2)] ,

(6.18)

with 3
a = Rz (−π/2) nΣ , nΣ (1) > 0,
or alternatively,

(ii) (Sylvester equation)
&
a(1)(1 − n22 (2)) + n2 (1)n2 (2)a(2)
3
a =
2 n22 (1)

'T
a(2)n2 (1) − a(1)n2 (2)
,
2 n2 (1)

(6.19)

c
with 3
a = −Rw
t, where n2 is the normal vector to the second mirror (expressed in &w')
and t is as in (6.7). It is here assumed that n2 (1) )= 0.
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Proof: Let us start by proving part (i) of the statement. The two vectors tcw
and ℘(tcw ) both lie on the plane Σ with normal vector nΣ = [nΣ (1) nΣ (2) 0]T in
&w' (see Fig. 6.8). As pointed out at the end of Sect. 6.3.1, all the epipolar lines
that are computed from the fundamental matrix F [12] , intersect at a single image
c
line m, projection of the screw-axis. This implies that nΣ = Rw
(K T m), where
T
c
K m is the normal vector to Σ in &c'. Since nΣ ⊥ ℘(tw ) (see Fig. 6.9), it is then
sufficient to rotate nΣ of −π/2 about the z-axis in order to obtain tcw∗ in (6.18).
To prove part (ii), we will use the results described in the moving camera
scenario (Prop. 6.3.1). If we assume that the camera &c1 ' of Fig. 6.7 is aligned
with the frame &w' (on the mirror n1 ), then (6.8) can be written as:
[2]
[1]
Hwc Hv[21] = Dw
Dw
Hwc ,

(6.20)

c v1
[2] [1] c
[1]
from which we have that Rw
tv2 +tcw = Sw
Sw tw . We suppose here that Dw
and
[2]
c
Dw are estimated using Prop. 6.4.1, while Rw has been computed as detailed in
Prop. 6.4.2. Collecting tcw on the left-hand side of the equation, we get (I −
[2] [1] c
c v1
Sw
Sw ) tw = −Rw
tv2 , that is,



2 n22 (1)


2 n2 (1) n2 (2)
0

−2 n2 (1) n2 (2)
2 (1 − n22 (2))
0

0




c
t.
0tcw = −Rw

(6.21)

0

Note that, due to the linearity of (6.21) in the unknown vector tcw , the above expression allows to compute the (unit-norm) projection 3
a in (6.19), independently
from the norm of t, which is unknown in our image-based scenario.
"

6.5 3-D scene reconstruction via model merging
In this section we address the problem of image-based 3-D reconstruction of a
scene reflected by multiple planar mirrors. As discussed in Sect. 6.3, a single
calibrated image of the scene and of its reflections, on (at least) one mirror, is
sufficient for the 3-D reconstruction. However, by merging the 3-D models obtained from each pair of views, a more dense reconstruction of the scene can be
achieved. In the interest of simplicity, we will henceforth consider the case of
two planar mirrors; our results, however, allow the extension to case of multiple
reflections.
3 [1] , X
3 [2] , i ∈ {1, 2, . . . , n}, n ≥ 2, be a set of corresponding 3-D points exLet X
i
i
[2]
[1]
pressed in &c' and reconstructed from the matching pairs (ui , ui ) and (ui , ui )
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Figure 6.10: 3-D reconstruction via model-merging. Portion of the scene seen from (a) views
#c$ and #v [2] $, (b) views #c$ and #v [1] $, (c) views #v [1] $ and #v [2] $. (d),(e) 3-D models reconstructed from each pair of views. (f) Final 3-D model after the merging and scaling
process.

using the reflective epipolar geometry (see Figs. 6.10(a) and 6.10(b)). Since both
3 [2] are expressed in &c' and because of the up-to-scale reconstruction
3 [1] and X
X
i
i
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ambiguity, they are related by
3 [1] = λ1 X
3 [2]
X
i
i

(6.22)

where λ1 is a positive scale factor (see Fig. 6.10(d)). Note that in presence of
noisy data, besides the scale factor λ1 , also a translational and a rotational displacement (t1 , R1 ) exist between the two sets of corresponding 3-D points. In
3 [1] and X
3 [2] can be determined by
this case, the absolute orientation between X
i
i
using the algorithms proposed in [84, 85] or the algorithms derived from [86]
with n ≥ 3 pairs of corresponding points.
3 [1] is the reflection matrix estimated from &c' and &v [1] ', with
Let us suppose D
the unitary translation vector recovered up to a scale factor,
4
5
K −1 e!1
S3[1] n
31
[1]
3
D =
,
n
3
=
.
(6.23)
1
$K −1 e!1 $
0T
1

3 [12] be the
where e!1 is the estimated epipole between the two views. Let now X
i
set of 3-D points expressed in &v1 ' (see Fig. 6.10(c)) obtained from the matching
[1] [2]
pair (ui ,ui ) using standard reconstruction algorithms (see, e.g., [26]). Since
[1]
3 [1] (cf. Prop. 6.2.1),
&v ', &c' are related through the estimated reflection matrix D
then,
! [1] = H [21] D
3 [1] X
! [12] ,
(6.24)
X
v
i
i
where

H2 =

4
λ2 I
0T

t2
1

5

,

and λ2 , t2 represent a positive scale factor and the translational displacement,
(see Fig. 6.10(e)).
3 [12] (supposing that the absolute orientation
An alternative way to compute X
i
[1]
[2]
3 [1] ,
3 and X
3 is known), is to use the estimated reflection matrices D
between X
i
i
[2]
3 ∗ (see Fig. 6.10(f)), where (cf. equation (6.23)),
D
4
5
S3[2] λ1 n
32
[2]
3∗ =
D
.
0T
1

In this way, by definition, the estimated homogeneous matrix between the
virtual cameras is given by,
3 v[21] = D
3 [1] D
3 ∗[2] .
H

(6.25)
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Table 2 3-D reconstruction via model merging
3 [1] from the matching pair (ui , u[1] ).
1: Compute X
i
i
3 [2] from the matching pair (ui , u[2] ).
2: Compute X
i
i
3 [2] using (6.22).
3 [1] and X
3: Estimate the absolute orientation between X
i
i
3 [12] from the matching pair (u[1] , u[2] ) or alternatively use (6.25).
4: Compute X
i
i
i
3 [1] and X
3 [12] .
5: Estimate the absolute orientation between X
i
i
[1]
[2]
[12]
3 ,X
3 ,X
3
6: Merge X
and replace the common points in the 3-D models
i
i
i
relative to each pair of views, with the corresponding centroids.
3 [1] , X
3 [2] and X
3 [12] has been reFinally, once the absolute orientation between X
i
i
i
covered, the common points in the 3-D models relative to each pair of views are
replaced by the corresponding centroids. Note that this step is necessary since
the merged points will not exactly coincide because of the image noise.
The current version of the proposed reconstruction method uses a very basic
merging process that, however, proved to be fairly accurate and suitable for
real-time implementations. More advanced automatic strategies for 3-D point
clouds merging (or registration) have been proposed in the literature (see, e.g.,
[87] and the references therein) and will be considered in future implementations of our method.
Table 2 summarizes the main steps of the proposed 3-D reconstruction process.
Two illustrative examples are reported in Sect. 6.6.2.
Remark 6.5.1. Without loss of generality in this section we have assumed that the
reference pair of views is &c', &v [1] ' (cf. (6.22), (6.24)). Analogous results hold when the
pair &c', &v [2] ' is chosen as reference view.

6.6 Experimental validation
6.6.1 Simulation results
Simulation experiments have been conducted with the Epipolar Geometry Toolbox [68], in order to validate the proposed methods. The setup is composed of a
pinhole camera with calibration matrix,


600.940
0
319.173
K = 0
603.134 292.997,
0
0
1
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and two planar mirrors with normal vectors in &c', n1 = [sin(5◦ ) 0 cos(5◦ )]T ,
n2 = [sin(−50◦ ) 0 cos(−50◦ )]T , corresponding to an angular displacement
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Figure 6.11: Simulation results on noisy image data. Mean and standard deviation when
normally-distributed random noise (with zero mean and standard deviation σ ) is introc
duced. (a) Mirror angle estimation error |θ! − θ|. (b) Rw
estimation error as roll-pitch-yaw
c
t w ).
angles error. (c) Translation direction error ε(!
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θ = 55◦ . The image size is 640 × 480 pixels. The camera &c' observes a total
of 20 random points.
For the sake of simplicity, we will henceforth assume that the initial correspondence matching is exact, then followed by a feature tracking phase (e.g., using a
KLT tracker [88]). In order to solve the correspondence problem in practice, one
might use SIFT [89] on the whole image (in which a direct and two reflected
scenes are present) and, in a second phase, assign the points to each mirror
which has been uniquely identified by a colored landmark.
In what follows, we present the results relative to the mirror calibration and
the image-based localization algorithms presented in Prop. 6.4.1 and Prop. 6.4.2,
c
respectively. We selected a rigid motion (Rw
, tcw ) between the camera frame and
the world frame as,
c
Rw
= Rz (0◦ ) Ry (5◦ ) Rx (0◦ ),
tcw = [0.6 −2 −0.2]T ,
where distances are in meters. We ran 200 iterations of the proposed algorithms for each value of the (increasing) image pixel noise standard deviation σ.
Fig. 6.11 reports the mirror angle estimation error |θ3 − θ|, while Fig. 6.11 shows
c
the Rw
estimation error computed as the roll-pitch-yaw angle errors (in both the
cases, two corresponding points per mirror have been considered). We experienced a good robustness of our methods when adding a white gaussian noise
with increasing power to the image measurements: the maximum mean error
around 1◦ and 0.5◦ , respectively. Finally, Fig. 6.11 reports a comparison of the
translation direction error,
ε(3
tcw ) = $℘(
¯3
tcw ) − ℘(t
¯ cw )$,

when using the two methods in Prop. 6.4.3: (i) screw-axis and (ii) Sylvester equation. Eight corresponding points per mirror have been used. The obtained results show that the maximum mean error is around 4 cm for the first method
and 8 cm for the second.

6.6.2 Experiments with the KUKA robot manipulator
In order to test the accuracy of the proposed methods in real scenarios, we
performed a series of experiments using the setup shown in Fig. 6.1, where a
Lumenera! LU071C camera, mounted on the end-effector of a 6-DOF KUKA!
KR 3 manipulator, observes a structured 3-D scene, both directly and reflected
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Figure 6.12: Experiments. 3-D camera trajectory.

through two planar mirrors1 . The camera calibration matrix K has been estimated with the Camera Calibration Toolbox [90] and it is the same as in the simulations. We exploited the high positioning accuracy of the KR 3 manipulator
in order to have precise ground truth reference measurements of position and
orientation of the camera. Robot motion has been controlled in Matlab, using
the KUKA Control Toolbox (KCT) [72]. Fig. 6.12 reports the 3-D trajectory of the
camera with respect to the planar mirrors, considered in the experiments. The
horizontal displacement of the camera is about 40 cm and its height over the
plane of the observed 3-D scene, ranges from 35 to 45 cm. A stream of images
has been acquired along the camera trajectory and processed on-line frame by
frame. Due to the different acquisition time of the Lumenera camera (15.5 fps
at 640 × 480 pixels, subsampled by 2) and the KUKA robot (a waypoint stored
each 30 ms), we needed to synchronize the two acquisition systems by raising
the sampling time of the robot.
Figs. 6.13 report the time history of the estimated (solid) and actual (dash) roll1
Videos of the experiments are available at: http://sirslab.dii.unisi.it/research/
vision/pcs/.
Video 1 shows the 3-D camera motion and Video 2 the features tracking and the epipolar lines between
"v[1] #, "c# (red), and "v[2] #, "c# (green).

6.6. Experimental validation

81

10

Estim. Roll
Roll

8
6

Estim. Pitch
Pitch

10

2

[deg.]

[deg.]

4

0
−2

5

0

−4

−5

−6
−8
−10

−10
0

10

20

30

40

50

60

0

10

20

50

60

Estim. Yaw
Yaw

−20

[deg.]

40

time [sec.]

time [sec.]

−15

30

−25
−30
−35
−40
−45

0

10

20

30

40

50

60

time [sec.]

Figure 6.13: Experiments. Time history of the estimated (solid) and actual (dash) rollc
pitch-yaw angles of Rw
.

c
pitch-yaw angles of Rw
. Fig. 6.14(a) shows the translation direction error ε(3
tcw )
along the 3-D trajectory. The proposed methods exhibited a reduced sensitivity
to noise: the maximum roll-pitch-yaw angle errors are respectively 2.7◦ , 1.2◦ ,
1.5◦ and the maximum translation direction error (Sylvester equation) is about
8 cm.
Fig. 6.14(b) shows the time history of the estimated mirror angle θ3 (solid) along
the 3-D trajectory of the camera (the angle θ = 30◦ ). In this case, the maximum
error is about 2.5◦ .
Fig. 6.15 reports two scenes of increasing complexity that have been chosen
to assess the robustness of the 3-D reconstruction method proposed in Sect. 6.5.
The fundamental matrices F [1] and F [2] have been computed using 3 pairs of
corresponding points (recall from Remark 6.2.1, that at least 2 pairs of corresponding points are necessary for the estimation) and the epipolar geometry
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Figure 6.14: Experiments. (a) Time history of the estimated translation direction error ε(!
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between &v [1] '-&v [2] ' has been estimated using (6.25) in order to reduce the computational load. The absolute orientation between each pair of points has been
computed using 5 correspondences and the 3-D models relative to each pair of
views have been reconstructed using the linear triangulation algorithm.
In Fig. 6.15, a simple 3-D scene is reflected by the two mirrors. total number of 20
corresponding points is observed by all the three views. However, only 4 points
are visible both from &c' and &v [2] ', while 1 point is visible only from &v [1] ' and
&v [2] '. The images reported in Fig. 6.15 show the 3-D models relative to each pair
of views: &c'-&v [2] ' with 20 + 4 points (Fig. 6.15, top left); &c'-&v [1] ' with 20 points
(Fig. 6.15, top right); &v [1] '-&v [2] ' with 20 + 1 points (Fig. 6.15, bottom). The 3-D
model containing all the points (i.e., 20 + 4 + 1 = 25) has been reconstructed by
merging the 3-D models computed from each pair of views (Fig. 6.15). The final
re-projection error on the 640 × 480 pixels image, is 0.365 pixels.
In Fig. 6.15, a miniature car is considered. In this case, only 14 points are correspondent in all views, 13 points are correspondent only in &c'-&v [1] ' (see Fig. 6.15,
top left), 15 points are correspondent in &c'-&v [2] ' (Fig. 6.15, top right), and 14
points are correspondent only in &v [1] '-&v [2] ' (Fig. 6.15, bottom). The 3-D location
of all the 56 points has been reconstructed in the final model (see Fig. 6.15). The
re-projection error in this case, is 0.413 pixels.
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Figure 6.15: 3-D reconstruction via model merging. (a),(d) Scene reflected by mirrors n1 ,
n2 , (the epipolar lines between #c$, #v [1] $ and #c$, #v [2] $ are white). (b),(e) Textured 3-D
models reconstructed from each pair of views: top left #c$-#v [2] $, top right #c$-#v [1] $ and
bottom #v [1] $-#v [2] $. (c),(f) Textured 3-D models after the merging and scaling process
(top, right side of the car: bottom, left side of the car).

6.7 Conclusions and future work
In this chapter we have studied an original scenario composed of an eye-in-hand
robot observing an unknown 3-D scene both directly and reflected through multiple mirrors. The peculiar imaging properties of such a setup have been investigated and both the image-based localization and the 3-D scene reconstruction
problems have been addressed. Extensive simulation and experimental results
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have been presented in order to illustrate the theory and show the applicability
of the proposed designs in the real-world.
The extension of our results to multiple camera networks [23] and to (partially) uncalibrated cameras are subjects of on-going research. Future investigations also aim to show the connection between two-mirror planar catadioptric
stereo systems and the trifocal geometry [26, Ch. 14], and to design fully automatic algorithms for robust correspondence matching.

Chapter 7

The KUKA Control Toolbox
“When the going gets tough, the tough get empirical.”
– J. Carroll

T

his chapter presents the KUKA Control Toolbox (KCT), a collection of MATLAB functions for motion control of KUKA robot manipulators. The toolbox, which is compatible with all 6-DOF small and low-payload KUKA robots
that use the Eth.RSIXML, runs on a remote computer connected with the KUKA
controller via TCP/IP. KCT includes more than 40 functions, spanning operations such as forward and inverse kinematics computation, point-to-point joint
and Cartesian control, trajectory generation, graphical display, 3-D animation
and diagnostics. Applicative examples show the flexibility of KCT and its easy
interfacing with other toolboxes and external devices.
The material of this chapter is based on [72, 91].

7.1 Introduction
MATLAB is a powerful and widely used commercial software environment for
numerical computation, statistic analysis and graphical presentation, available
for a large number of platforms. Specific toolboxes (i.e., collections of dedicated
MATLAB functions) have been developed in the past few years as supports for
research and teaching in almost every branch of engineering, such as, telecommunications, electronics, aerospace, mechanics and control. As far as robotics is
concerned, several toolboxes have been recently presented for the modeling of
robot systems [68, 92–95]. These simulation tools have been inspired by various
applicative scenarios, such as, e.g., robot vision [68, 95] and space robotics [93],
and have addressed different targets ranging from industrial [94] to academic/educational [68, 92, 95].

7.1. Introduction

86

A more challenging problem is to design MATLAB toolkits, offering intuitive
programming environments, for motion control of real robots. Some work has
been done in this field for the Puma 560 [96, 97]: however this robot is known
to have intrinsic software limitations, especially in real-time applications, which
have been overcome by more recent manipulators.
In this chapter we will focus on the manipulators produced by KUKA, one
of the world’s leading manufacturers of industrial robots. A specific Pascal-like
programming language, called KRL (KUKA Robot Language), has been developed by KUKA for robot motion control. This language is simple and allows
comfortable programming. However, it does not support graphical interfaces
and advanced mathematical tools (such as, matrix operations, optimization and
filtering tasks, etc.), and it does not allow an easy integration of external modules and hardware (e.g., cameras or embedded devices that use standard protocols: USB, Firewire, PCI, etc.). A possible way to overcome these drawbacks
is to build a MATLAB abstraction layer upon the KRL. A first step towards this
direction has been taken by a MATLAB toolbox, called Kuka-KRL-Tbx, recently
developed at the University of Wismar [98]. The authors use a serial interface to
connect the KUKA Robot Controller (KRC) with a remote computer where MATLAB is installed. A KRL interpreter running on the KRC, realizes a bi-directional
communication between the robot and the remote computer and it is responsible for the identification and execution of all the instructions that are transmitted via the serial interface. Kuka-KRL-Tbx offers a homogeneous environment
from the early design to the operation phase, and an easy integration of external
hardware components. In addition, it preserves the security standards guaranteed by the KRL (workspace supervision, check of the final position switches of
every robot’s axis, etc.), and it benefits from the efficient mathematical tools of
MATLAB.
However, Kuka-KRL-Tbx suffers from some limitations:
• The MATLAB commands of the toolbox are in one-to-one correspondence
with the KRL functions: this results in an undesirable lack of abstraction
that may hinder the user from designing advanced control applications.
• The serial interface does not allow high transmission speeds, and this may
represent a serious limitation in real-world tasks.
• The toolbox does not include specific routines for graphical display.
Quanser is currently developing a seamless real-time architecture interface to
KUKA small robots based on QuaRC [25]. A control prototyping tool generates
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code from a Simulink diagram and runs it in real-time in Windows, QNX, or
Linux. Full Simulink external mode is supported, which means that the control
scheme’s parameters can be tuned on the fly and that the feedback data from the
robot can be monitored at run-time.
As concerns “real-time” motion control of KUKA robots, it is finally worth
mentioning the OROCOS open source software project [24], developed at the
University of Leuven. It provides a general-purpose, modular framework for
complex sensor-driven robotic tasks. However, even though a toolbox for creating OROCOS components in Simulink has been recently released, the project is
not MATLAB native and it relies on four C++ libraries for the real-time, kinematics and dynamics, Bayesian filtering and component parts.

7.1.1 Original contributions and organization
This chapter presents a new MATLAB toolbox, called KUKA Control Toolbox
(KCT), for motion control of KUKA robot manipulators. The toolbox, designed
both for academic, educational and industrial purposes, includes a broad set of
functions divided into 6 categories, spanning operations such as, forward and
inverse kinematics computation, point-to-point joint and Cartesian control, trajectory generation, graphical display, 3-D animation and diagnostics.
KCT shares with Kuka-KRL-Tbx the same advantages and improves it in
several directions:
• The functions of KCT are not a MATLAB counterpart of the corresponding
KRL commands. This makes the toolbox extremely versatile and easy to
use.
• KCT runs on a remote computer connected with the KRC via TCP/IP: this
protocol guarantees a higher transmission speed than RS-232, and a time
determinism comparable to that of the Kuka-KRL-Tbx (in fact, although
the TCP/IP connection is more sensitive to retransmissions than a serial
one, our communication scheme is not affected by the non-real-time behavior of a KRL interpreter, as that in [98]). A multi-thread server runs
on the KRC and communicates via Eth.RSIXML (Ethernet Robot Sensor
Interface XML) with a client managing the information exchange with the
robot. To the best of our knowledge, KCT is the first software tool presented in the literature that allows easy access to the Eth.RSIXML.
• KCT has several dedicated functions for graphics and animation (plot of
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the trajectory of the end-effector, plot of the time history of the joint angles, 3-D display of the manipulator, etc.), and includes a graphical user
interface (GUI).
• KCT can be easily interfaced with external toolkits, such as, e.g., MATLAB
Image Acquisition Toolbox, the Epipolar Geometry Toolbox [68], the Machine Vision Toolbox [95], the Haptik Library [99] or MATLAB routines
from the OpenCV Library [100], to perform complex motion control and
robot vision tasks.
KCT is fully compatible with all small and low-payload 6-DOF KUKA robot
manipulators which use the Eth.RSIXML with 5.4, 5.5 or 7.0 KUKA System Software: the controllers KR C2, KRC2 ed05 and KR C3 (equipped with a real-time
10/100 card) are currently supported by the toolbox. KCT has been successfully
tested on multiple platforms, including Windows, Mac and Linux. The toolbox
is released under the GNU GPL version 3 and it can be freely downloaded from
the web page: http://sirslab.dii.unisi.it/software/kct/
The rest of the chapter is organized as follows. Sect. 7.2 illustrates the main
functionalities of KCT. Three applicative examples are reported in Sect. 7.3 to
show the flexibility of KCT in real scenarios and its easy integration with other
toolboxes. Finally, in Sect. 7.4, conclusions are drawn and possible future research directions are highlighted.

7.2 The KUKA control toolbox
The 6-DOF robot manipulator shown in Fig. 7.1 will be used as a reference
throughout this chapter [101]: vector q = [θ1 , θ2 , . . . , θ6 ]T denotes the collection
of the joint angles of the manipulator, and djj−1 ∈ R3 , j ∈ {1, 2, . . . , 6} the displacement between the center of the (j − 1)-th and j-th joint of the robot (note
that d10 ≡ 0). The homogeneous matrix H06 ∈ SE(3) relates the coordinates of a
3-D point written in the base reference frame &x0 , y0 , z0 ', with the coordinates
of the same point written in the end-effector frame &x6 , y6 , z6 '.
In the next subsections the main functionalities of KCT will be illustrated. In
the interest of clarity, the commands of toolbox have been subdivided into 6 categories: Initialization, Networking, Kinematics, Motion control, Graphics and Homogeneous transforms. Note that only the Networking and Motion control functions,
which rely on the TCP/IP and Eth.RSIXML communication protocols, depend
on the peculiar features of the manipulators produced by KUKA (see Fig. 7.2(a)).
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Figure 7.1: Reference robot. 6-DOF elbow manipulator with spherical wrist.

The KCT currently supports the KUKA small robots and low payloads models: to date, the toolbox has been successfully tested on the KR3, KR16-2 and
KR5sixxR850 robots.
Fig. 7.2(b) illustrates the communication scheme between KCT and the robot
manipulator. It consists of three parts:
• A remote computer running KCT under MATLAB,
• The KUKA Robot Controller (KRC),
• The robot manipulator.
To establish a connection between the remote computer and the robot controller, KCT provides kctserver.exe, a C++ multi-thread server running on the
KRC. kctserver.exe communicates via Eth.RSIXML (a KUKA software package for TCP/IP-robot interface) with kctrsiclient.src, a KRL script which
runs the Eth.RSIXML client on the KRC and manages the information exchange
with the robot. The server sends the robot’s current state to the remote computer and the velocity commands to the manipulator via kctrsiclient.src, in
a time loop of 12 ms. kctrsiclient.src is also used to define a HOME position
(initial position) for the robot arm.
Two classes of constraints affect robot’s motion. The hardware constraints depend on manipulator’s physics and cannot be modified by the user. Conversely,
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Figure 7.2: (a) Architecture of the KUKA Control Toolbox. (b) Communication scheme
between the KCT and the manipulator (robot image, courtesy of KUKA Robot Group).

the software constraints (established by the Eth.RSIXML) can be configured at
the beginning of each working session via the functions kctrsiclient.src or
kctsetbound (see Sect. 7.3.1 for more details). Every time the robot accidentally
stops because of the hardware bounds, KCT must be re-initialized. This is not
necessary, instead, when the robot halts because of the software constraints.
In what follows, all the angles will be in degrees and all the distances in
millimeters.

7.2.1 Initialization and networking
The connection between the remote computer and the KRC can be established
in a very intuitive way. The information relative to the KUKA robots supported
by KCT is stored in the MATLAB file kctrobotdata.mat and can be accessed
by typing:
>> kctrobot();

The functions kctinsertrobot, kctfindrobot, kctdeleterobot allow to insert, search for and delete robot data. To initialize a robot (for example the model
KR3), it is sufficient to write,
>> kctinit('KR3');
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where the argument is a string containing the name of the selected robot, as
specified in the file kctrobotdata.mat. The TCP/IP connection can then be
established by typing,
>> kctclient('193.155.1.0', 0.012);

where 193.155.1.0 is the IP address of the KRC real-time network card and
0.012 (seconds) is the sampling time. By default, KCT communicates with the
server using MEX-files. However, it also supports MATLAB Instrument Control Toolbox (ICT). To switch between the two modalities, it is sufficient to write
kctsettcpip(’ICT’) or kctsettcpip(’MEX’). Finally, to close the communication, the user should simply type:
>> kctcloseclient();

Remark 7.2.1. By writing kctclient(’offline’), the TCP/IP connection is not
established. However, this enables the off-line use of all the KCT functions (except those
in the Motion control category, c.f. Fig. 7.2 and Sect. 7.2.3).

7.2.2 Kinematics
The state of the manipulator is stored in a 2 × 6 matrix, called robotstate, containing the current position and roll-pitch-yaw orientation of the end-effector
(first row), and the current joint angles of the robot (second row). This matrix
can be accessed using the function:
>> robotstate = kctreadstate();

To compute the matrix H06 of the forward kinematics, and the inverse kinematics
solution expressed as a joint angles’ vector q, KCT provides the following two
functions:
>> q = [13, 32, -43, 12, 54, 15];
>> H06 = kctfkine(q);
>> q' = kctikine(H06);

The function p = kctfkinerpy(q) is analogous to kctfkine but returns the
position and roll-pitch-yaw orientation of the end-effector of the robot arm as
a vector p = [X, Y, Z, φ, γ, ψ]T . Likewise, the function q = kctikinerpy(p)
computes the inverse kinematics solution from the vector p.
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7.2.3 Motion control
KCT provides several functions for point-to-point motion and trajectory planning. For these operations, the toolbox directly relies on the KUKA robot controller, and the joint or Cartesian information is sent to the KRC in open-loop.
Although more sophisticated closed-loop control schemes can be devised, the
open-loop solution offers a good compromise between execution time and accuracy of the motion tasks.
The simplest operation one could require is to move the manipulator from an
initial to a final configuration defined by robot’s joint angles or by end-effector’s
poses. Let qf = [θ1 , θ2 , . . . , θ6 ]T be the final desired joint configuration of the
robot. The function,
>> qf = [23, 35, 12, -21, 54, 60];
>> vp = 20;
>> [robotinfo, warn] = kctsetjoint(qf,vp);

moves the robot from the current to the desired configuration. vp is a parameter
that varies between 0 and 100 (percentage of the maximum velocity supported
by the Eth.RSIXML), the matrix robotinfo contains the time history of the joint
angles and warn is a Boolean variable that is set to 1 when an error occurs during
robot’s motion.
Let now pf = [X, Y, Z, φ, γ, ψ]T be the final desired pose of the end-effector. The
function,
>> pf = [412, -2, 350, 20, 12, 15];
>> [robotinfo, warn] = kctsetxyz(pf,vp);

moves the robot from the current to the desired pose pf .
Note that kctsetjoint and kctsetxyz are user-level routines relying on
two lower-level functions: kctmovejoint and kctmovexyz.
When kctsetjoint is called, the KRC computes the joint velocities necessary
to accomplish the requested task using kctmovejoint(qdot). Similarly, when
kctsetxyz is called, the linear and angular velocities of the end-effector necessary to achieve the goal are computed using kctmovexyz(pdot).
It is very frequent in the applications to deal with paths or trajectories defined by a sequence of Cartesian frames or joint angles. Consider a sequence of
n points pi = [Xi , Yi , Zi , φi , γi , ψi ]T , i ∈ {1, 2, . . . , n}, stacked into the rows of
an n × 6 matrix P . The following command,
>> P = [100, 200, 150, 12, -23, 0;
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>>
10, 0, 50, 24, -15, 11;
>>
-50, -30, 100, -10, 40, 32];
>> vp = 20;
>> [robotinfo, warn] = kctpathxyz(P,vp,1);

moves the end-effector of the robot through the three points p1 , p2 and p3 with
velocity vp. The third argument of kctpathxyz is a Boolean variable enabling
(when set to 1) the visualization of the 3-D trajectory of the end-effector and the
time history of the joint angles at the end of the task.
The function kctpathjoint is analogous to kctpathxyz: the only difference
is that the trajectory is defined here in the joint space instead of the operational
space. The argument of kctpathjoint is an n × 6 matrix Q, whose rows are
vectors of joint angles:
>> Q = [23, 35, 12, -21, 54, 60;
>>
42, -10, 20, 14, -5, 21;
>>
-15, 31, 10, 12, 20, 80];
>> vp = 20;
>> [robotinfo, warn] = kctpathjoint(Q,vp,1);

To stop the robot in the current position, the user must first terminate the execution of the motion control functions using ctrl-c, and then type kctstop().
Finally, to drive the robot back to the HOME position, KCT provides the command
kcthome().
A graphical user interface, inspired by Robotics Toolbox’s drivebot GUI [92]
can be loaded by typing,
>> kctdrivegui();

It allows the user to easily regulate the joint angles of the robot via 6 sliders, and
visualize the corresponding motion of the links through a 3-D animation. The
trajectory control panel on the right-hand side of the GUI, allows to intuitively
plan robot’s point-to-point motion, thanks to the visual feedback of the 3-D animation.

7.2.4 Graphics
Several functions are available in KCT for graphical display. The function,
>> kctdisptraj(robotinfo);

plots the 3-D trajectory of the end-effector, the base reference frame and the initial and final configuration of the robot. The function,
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>> kctdispdyn(robotinfo);

plots the time history of the reference (dashed) and actual robot joint angles
(solid). Finally,
>> kctanimtraj(robotinfo);

creates a 3-D animation of the robot performing the requested motion task.

7.2.5 Homogeneous transforms
KCT provides a set of transformation functions of frequent use in robotics. Let
d ∈ R3 be a translation vector and α an angle. The functions,
>>
>>
>>
>>
>>
>>

d = [100, -23, 300];
alpha = 60;
Htr = kcttran(d);
Hx = kctrotox(alpha);
Hy = kctrotoy(alpha);
Hz = kctrotoz(alpha);

provide the basic homogeneous transformations generating SE(3) for translation
and rotation about the x-, y-, z-axes.
Suppose now that we wish to move the robot’s end-effector with respect to
an external reference frame &xw , yw , zw ' different from the base &x0 , y0 , z0 '. This
could be useful, for instance, in an eye-in-hand framework where robot’s motion
should be referred with respect to the camera frame (see Sect. 7.3.3). Let H0w be
the homogeneous matrix defining the rigid motion between &xw , yw , zw ' and
&x0 , y0 , z0 '. The function,
>> H0w = kctrotoz(alpha)*kcttran(d);
>> kctchframe(H0w);

fixes &xw , yw , zw ' as new reference frame. All the operations specified by commands executed after kctchframe are thus automatically referred to &xw , yw , zw '.

7.3 Illustrative examples
This section presents three examples demonstrating the versatility and ease of
use of KCT in real scenarios1 . In the first example, we show an elementary application of the motion control functions (e.g., for painting or welding tasks in
1
The videos of the experiments are available at:
software/kct/

http://sirslab.dii.unisi.it/
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Figure 7.3: Example 1. Snapshots from the experiment.

an industrial setting). The second and third example illustrate how to interface KCT with other toolboxes to perform more complex tasks. In particular,
in the second example we couple KCT with the Haptik Library [99], in order
to control the robot arm with a commercial haptic device (see kctdemohaptik).
The third example shows the results of a visual servoing experiment realized
by combining KCT, MATLAB Image Acquisition Toolbox, the Epipolar Geometry Toolbox [68] and MATLAB routines from the OpenCV library [100] (see
kctdemovision). The experiments we will present in the next subsections, have
been performed using the KUKA KR3 robot with the KR C3 controller.

7.3.1 Drawing a circle
Suppose we wish to draw the circle,


 x(k) = 600,
y(k) = 150 cos(k), k ∈ [0, 2π],


z(k) = 150 sin(k) + 310,

on a whiteboard, with a pen mounted on the flange of the KUKA manipulator. To achieve this goal, we must first initialize the robot and establish the
TCP/IP communication (recall Sect. 7.2.1). It is then opportune to set the software bounds of the robot using the command,
>> B = [450, 650, -200, 200, 0, 500;
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Figure 7.4: Example 1. (a) Trajectory of the end-effector. (b) Time history of the reference
(dashed) and actual joint angles (solid).

>>
-90, 90, -90, 90, -90, 90];
>> kctsetbound(B);

where the first and second row of the matrix B contain the lower and upper
bounds on the position and orientation (limited to the joint angles θ4 , θ5 and θ6 )
of the end-effector, respectively. Note that kctsetbound enables a MATLAB
warning message in the Motion control functions when the workspace’s bounds
are violated. To draw the circle with the robot arm, it is sufficient to execute the
following lines of code:
>>
>>
>>
>>
>>
>>

k = [0:pi/50:2*pi];
x = 600*ones(1,length(k));
y = 150*cos(k);
z = 150*sin(k) + 310;
P = [x',y',z',repmat([0, 90, 0],length(k),1)];
kctpathxyz(P,20,1);

where P is the matrix of points defined in Sect. 7.2.3. In our experiment the circle
was drawn in 19 sec. with a maximum position error less than 1 mm. The sampling time was set to 15 ms, but because of MATLAB’s and TCP/IP’s communication delays the actual value was around 19 ms. Fig. 7.3 shows three snapshots
of the real robot during the experiment. Fig. 7.4(a) reports the trajectory of the
end-effector and Fig. 7.4(b) the time history of the joints angles, as returned by
kctpathxyz (1 sample corresponds to 19 ms).
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KUKA Control Toolbox
TCP/IP
KRC
Haptik Library

Figure 7.5: Example 2. Communication scheme between the robot manipulator and the
haptic device (robot images, courtesy of KUKA Robot Group and Novint Technologies,
Inc.)

7.3.2 Control of the manipulator via a haptic device
To demonstrate the flexibility and integration capabilities of KCT, we established a bidirectional coupling between a 3-DOF Novint Falcon haptic device
(see Fig. 7.5) and the KUKA robot. The current position of the haptic device is
read using the Haptik Library [99], and the velocity of the manipulator is controlled with KCT (obviously, since the workspace of the haptic device is much
smaller than that of the robot arm, the position information delivered by the
Falcon needs to be suitably scaled). A force feedback proportional to the robot
displacement is returned by the haptic interface. Note that the MATLAB environment does not support real-time haptic callback-based services because of
the non-deterministic timers: therefore, the proposed setup is not suited for realtime remote manipulation tasks, but it is ideal for rapid prototyping or teaching
purposes. The working frequency of the manipulator, around 83 Hz, is much
lower than that of the haptic device (of the order of kHz): to couple the two systems, we then lowered the haptic sample time. Since the reference frames of the
haptic device and of the robot were rotated of Rh = Rz (−90◦ )Rx (90◦ ) in our
setup, we performed the following change of frame (recall Sect. 7.2.5):
>> kctchframe(kctrotoz(-90)*kctrotox(90));

In this way, all the subsequent robot commands are automatically referred to the
frame &xh , yh , zh ' of the haptic device.
The following lines of code show how the Falcon and the robot manipulator
interact:
>> h = haptikdevice;
>> for i=1:200
>>
tic;
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>>
pos = read_position(h);
>>
write(h,-1*pos*2.5/30);
>>
while toc < 0.01
>>
end
>>
vel = (read_position(h)-pos)/0.01;
>>
kctmovexyz([vel(1,1), vel(1,2), vel(1,3), 0, 0, 0]*0.015);
>> end
>> close(h);

The function read position(h) reads the position of the haptic device h, while
write(h,·) returns the force feedback proportional to the robot displacement.
Finally the function kctmovexyz sends the velocity commands to the manipulator. Fig. 7.6 reports the time history of the x-, y-, z-position of the haptic device
(HD, black) and of the end-effector of the robot arm (red). A maximum position
error of about 7 mm is achieved.
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Figure 7.6: Example 2. From left to right, top to bottom: x-, y -, z -position of the endeffector of the haptic device (HD, dash) and of the robot manipulator (solid).
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7.3.3 Visual servoing
When combined with MATLAB Image Acquisition Toolbox, the Epipolar Geometry Toolbox [68] and MATLAB routines from the OpenCV Library [100], KCT
offers an intuitive and versatile environment to test visual servoing algorithms
on real robots. The classical visual servo control by Rives [102] has been chosen
as a tutorial to illustrate the main features of KCT in robot vision. The visual
control in [102] aims at driving a robot arm from an initial configuration to a
desired one, using only the image information provided by a camera mounted
on the end-effector.
The idea behind the control is that of decoupling the camera/end-effector’s
rotation and translation by using the hybrid vision-based task function approach
proposed in [103]. To this end, a suitable error function is minimized in order
to first rotate the camera until the desired orientation is reached and then translate it toward the desired position. Fig. 7.7 shows the initial and desired configuration of the robot, and the 3-D observed scene in our setup. The desired
and initial reference frame &xd , yd , zd ' and &xi , yi , zi ' of the camera are rotated
of R = Rz (10◦ ) and translated of t = [−551.38, −52.35, −200.06]T . The camera
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Figure 7.7: Example 3. (a) Desired and initial configuration of the manipulator with respect to the 3-D scene. (b)-(c) Desired and initial image: the corresponding features and
the epipolar lines are shown in red.
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calibration matrix (the image size is 640 × 480 pixels), has been estimated using
Bouguet’s Camera Calibration Toolbox.
In an initialization stage, we first brought the robot to the desired configuration,
>> qD = [64.4, 45.6, -47.4, 89.1, 64.4, -178];
>> kctsetjoint(qD,10);

and took a picture of the 3-D scene using the Image Acquisition Toolbox. 13
features have been manually selected in this picture (see Fig. 7.7), and collected
in the 2 × 13 matrix featD. The robot was subsequently brought to the initial
configuration,
>> qI = [-6.6, 73.8, -79.8, -47.6, 9, -52.8];
>> kctsetjoint(qI,10);

where a corresponding set of 13 features (featI) has been chosen (see Fig. 7.7).
Before executing the visual servoing algorithm, we performed the following
change of frame in order to refer the motion of the robot with respect to the
camera frame,
>> rotfr = kctrotoz(posI(4))*kctrotoy(posI(5))*kctrotox(posI(6));
>> kctchframe(kcttran(posI([1:3]))*rotfr);

where posI denotes the pose of the end-effector in the initial configuration with
respect to the base reference frame. During each of the 200 iterations of the visual
servoing algorithm, the optical flow is calculated with the MATLAB routines
from the OpenCV Library, using the pyramidal implementation of the iterative
Lucas-Kanade method,
>> type = 'opticalFlowPyrLK';
>> featAn = cvlib_mex(type,frameP,frameC,featA');

where frameP is the previous image acquired by the camera, frameC is the current image, featA is a matrix containing the previous features and featAn is a
13 × 2 matrix containing the current features. The fundamental matrix F necessary for the implementation of the visual servoing algorithm, is estimated using
the following function of the Epipolar Geometry Toolbox,
>> F = f_festim(featAn',featD,4);

where the third argument of the function indicates the estimation method selected. Once the camera translation vector tA and the rotation angles omegaX,
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Figure 7.8: Example 3. (a) Migration of the features in the image plane from the initial
(dot) to the desired configuration (cross). (b) Norm of the error function.

omegaY, omegaZ have been computed by the visual servoing algorithm, the KCT

function,
>> kctsetxyz([tA', omegaX, omegaY, omegaZ],10);

is called. Fig. 7.8 shows the migration of the features in the image plane from
the initial to the desired configuration (blue: rotation only, red: translation only),
and Fig. 7.8 the norm of the error function.

7.4 Conclusions and future work
In this chapter we have presented an open-source MATLAB toolbox for motion control of KUKA robot manipulators. The KUKA control toolbox (KCT) runs
on a remote computer connected with the KUKA controller via TCP/IP. It includes a heterogeneous set of functions, spanning operations such as forward
and inverse kinematics computation, point-to-point joint and Cartesian control,
trajectory generation, graphical display, 3-D animation and diagnostics. Special
care has been devoted to keep these functions intuitive and easy to use. The versatility and effectiveness of the toolbox have been demonstrated through three
applicative examples.
KCT is an ongoing software project: work is in progress to extend the compatibility of the toolbox to all KUKA industrial robots and to offer new function-
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alities in the Simulink environment. In order to enhance the prototyping capabilities of KCT, we also aim at creating a robot simulator for off-line validation of
motion control tasks. The proposed toolbox currently relies on the Eth.RSIXML:
in future work, we plan to revise KCT in order to exploit the superior capabilities
of the Fast Research Interface (FRI), recently developed for the KUKA lightweight
robot [104]. The FRI provides a direct low-level access to the KRC at rates up
to 1 kHz (the user can set the flexible cyclic time frame between 1 and 100 ms),
while preserving all its industrial-strength features (such as, teaching/touchup,
execution of motion primitives, fieldbus I/O and safety). In addition, the UDP
socket communication used by the FRI ensures easy integration and portability
across a wide range of operating systems.

Chapter 8

Conclusions and future research
“What ’s done is done.”
from “Macbeth” – W. Shakespeare

T

he final chapter contains a concise summary of the thesis’ primary contributions and ends with a discussion about future research directions.

8.1 Summary of contributions
The contributions of this thesis can be organized into three categories: those
pertaining to visual compass algorithm, those pertaining to planar catadioptric
cameras and those pertaining to the KUKA Control Toolbox.
A visual compass algorithm for robot-mounted omnidirectional camera
- Two new multiple-view geometric properties for paracatadioptric cameras, called disparity-circles and disparity-lines constraint have been proposed. These constraints are the core of a novel visual compass algorithm
for the estimation of the z-axis camera rotation angle.
- The proposed algorithm does not require any prior on the internal camera calibration parameters, is suitable for real-time implementation, and
it only requires the image projection of 3-D parallel lines.
- RANSAC and a voting scheme based on our new geometric constraints
have been used to automatically solve the image-feature correspondence
problem.
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- Extensive simulation and real-data experiments conducted with a manipulator and a wheeled robot have demonstrated the accuracy and robustness of the proposed visual compass.
Planar catadioptric cameras: localization and 3-D reconstruction
- A general analytical treatment of the imaging geometry of sensors composed of a pinhole camera and of one (or more) planar mirrors has been
proposed.
- New multiple-view geometric properties in the cases of static and moving
cameras have been introduced.
- On the grounds of these novel theoretical results, the image-based camera
localization and 3-D scene reconstruction problems have been addressed.
In particular, it has been shown how to compute the pose of a moving camera with respect to the mirrors and how to exploit the mirror reflections
of a scene to enhance image-based 3-D object reconstruction.
- Extensive simulation and real-data experiments conducted with an eyein-hand robot have been presented in order to illustrate the theory, thus
showing the effectiveness of the proposed designs in real scenarios.
The KUKA Control Toolbox
- An open-source MATLAB toolbox for motion control of KUKA robot manipulators has been proposed.
- Special care has been devoted to keep these functions intuitive and easy
to use, moreover the versatility and effectiveness of the toolbox have been
demonstrated through three applicative examples.

8.2 Future research directions
The studies described in this thesis open several possible directions for future
research. A few of these ideas are reported below:
- Future investigations aim at improving the performance of the ViSP circletracker (that, as pointed out in Chapter 5 showed scarce robustness when
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the camera/robot executed sharp turns), and at fusing the angular estimates provided by our VC algorithm with the measurements of other onboard inertial or odometric sensors.
- The current version of our VC algorithm only computes the yaw angle of
the camera; the extension of the proposed algorithm to full-axis orientation
estimation is a subject of on-going research.
- Work is in progress to extend the validity of our uncalibrated VC algorithm
to other central panoramic systems.
- The extension of the results in Chapter 6 to multiple camera networks [23]
and to (partially) uncalibrated cameras are subjects of ongoing research.
- Future investigations aim to show the connection between two-mirror planar catadioptric stereo systems and the trifocal geometry [26, Ch. 14], and
to design fully automatic algorithms for robust correspondence matching.
- The Matlab toolbox presented in Chapter 7 is an ongoing software project:
work is in progress to extend the compatibility of the toolbox to all KUKA
industrial robots and to offer new functionalities in the Simulink environment.
- Work is in progress to create a robot simulator for off-line validation of
motion control tasks.
- The proposed toolbox currently relies on the Eth.RSIXML: in future works
aim to revise KCT in order to exploit the superior capabilities of the Fast
Research Interface (FRI), recently developed for the KUKA lightweight
robot [104]. The FRI provides a direct low-level access to the KRC at rates
up to 1 kHz. In addition, the UDP socket communication used by the FRI
ensures easy integration and portability across a wide range of operating
systems.

Appendix A

A.1 Proof of Proposition 5.2.2
A generic 3-D point that belongs to the (infinite) vertical line L aligned with the
T
world’s z−axis can be expressed as Xw = bw + λ [0, 0, 1] where λ ∈ R. Let
c
Rw
be the matrix denoting the rotation from the camera frame &c' to the world
frame &w'. According to [43], the paracatadioptric projection of Xw in O is given
by1
u = KMc !(Xc ),
where Xc ! Rcw (Xw − tc ), the camera intrinsic calibration matrix

f
K = 0
0

and

0
f
0


u0
v0  ,
1




2p 0 0
Mc =  0 2p 0 .
0 0 1

For a given generic 3-D vector v = [vx , vy , vz ]T and for a paracatadioptric camera, the vector-valued nonlinear function !(v) is given by:
!(v) = [vx , vy , vz +$v$]T .
It can be easily shown that the 2-D coordinates of the projection u = [u, v]T (in
pixels) are given by
&
'
2pf
cos θ(bx −x)−sin θ(by −y)
.
u = u0 +
bz+λ−z +$C X$ sin θ(bx −x)+cos θ(by −y)
1

Without loss of generality we assume that the camera and the mirror frames are aligned.
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By subtracting u0 and dividing the second component by the first, we obtain the
equation for the slope of the line
v
sin θ(bx − x) + cos θ(by − y)
=
u
cos θ(bx − x) − sin θ(by − y)

(A.1)

which, as is natural, does not vary with λ. It is also interesting to note that the
slope does not vary with z, i.e., the slope of the projected line will remain the
same for different camera’s z-axis displacement.
"

A.2 Proof of Proposition 6.2.1
! [k] is given by,
The perspective projection u
![k] of the virtual point X
! [k] .
λk u
![k] = K [I 0] X

(A.2)

X [k] = (I − 2 nk nTk )X + 2 dk nk ,

(A.3)

From geometrical considerations in Fig. 6.2, we see that, X [k] = X + 2 d nk , and
since d = dk − X T nk , then X [k] can be rewritten as,

from which it follows directly the expression of D[k] in (6.2) and of the projection
u[k] of X [k] in (6.1).
"

A.3 Proof of Proposition 6.2.3
Let X and Xv be the 3-D coordinates of a point in the camera frames &c' and
&v [k] ', respectively (see Fig. 6.4). Using (6.3) and (A.3), we see that X and Xv are
related by the following rigid-body transformation,
Xv = S [k] X + 2 dk nk .
Let us assume that the intrinsic camera calibration matrix is given by,


fx
s
u0


K =0
fy v0 ,
0
0
1

(A.4)

where fx , fy (pixels) denote the focal lengths of the camera along the x and y
directions, s is the skew factor and (u0 , v0 ) (pixels) is the principal point of the
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CCD. From the perspective projection model we have, Xv = λk K −1 u
![k] and
−1
X = λK u
!, and (A.4) can be rewritten as follows,
λk K −1 u
![k] = λ S [k] K −1 u
! + 2 dk nk ,

(A.5)

where λk , λ ∈ R+ are unknown depths. Simple matrix manipulations on (A.5),
lead directly to the epipolar constraint,
(!
u[k] )T K −T (2 dk [nk ]× S [k] ) K −1 u
! = 0,

from which we have that F [k] = K −T E [k] K −1 , where E [k] = 2 dk [nk ]× S [k] .
Owing to the definition of S [k] in Prop. 6.2.1, we finally obtain (6.4).
"
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The core work of this thesis is to address the problem of camera motion estimation using catadioptric cameras. We will address this problem from two different but complementary point of views.
In the first one, we are interested in exploiting such multi view geometric constraints
for robot-mounted paracatadioptric cameras (which combine a parabolic mirror and a
refractive lens) and to use them to design an efficient and robust visual compass (VC)
algorithm. VCs provide an estimate of the camera/robot rotational motion by using
only image features observed in a video sequence.
In the second scenario, a pinhole camera, mounted on the end-effector of a robot manipulator, observes an unknown 3-D scene both directly and through its reflections on
two (or more) planar mirrors. We treat the mirror reflections as additional views taken
from different vantage points, thus creating a (synchronous) reflective multiple-view
framework. In this research area, stereoscopic vision sensors have recently attracted a
growing attention; in fact, the fusion of the information from a stereo camera pair allows to easily compute the distance from the camera/robot to the observed 3-D scene,
which is a paramount parameter in most of the visual servoing algorithms.
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